
Elephant Delta
10TH Southern Hemisphere Conference on  
the Teaching and Learning of Undergraduate Mathematics and Statistics

COMMUNICATIONS

22 – 27 NOVEMBER 2015  |  Port Elizabeth, South Africa



	

1 

	

The Rasch model for test outcomes and related item requirements 

Tim Dunne, Statistical Sciences, University of Cape Town 

Summary 

This paper is motivated firstly by a concern to open dialogues about testing mathematics (in 
particular) in various educational settings. All testing of persons is concerned with allocating 
a single summary mark as an adequate ordinal representation of the entire performance of 
each person in a test context. Equal marks suggest indistinguishable performances, and 
higher marks suggest superior performances, by intention of the test designers. 

In mathematics settings, the presence and use of a marking memorandum (memo) implies 
that addition of allocated item scores is deemed a valid route to a single aggregated summary 
of test performance and hence, of ability.  

Items may be dichotomous or polytomous, with open answer formats or closed multiple 
choice options. The memo encapsulates a notion of item difficulty within item responses, by 
allocation of scores under its explicit criteria. However, no mark or marks allocated using the 
memo criteria represent any absolute value or measure. Instead the memo scores of an item 
are simply an ordination of the typical expected responses to that item. 

The primary question to be addressed is whether or not the device of adding scores across 
items can be corroborated as meaningful by the test data itself.  

It transpires that there is only one family of statistical models which permits a sum of marks 
to be the single sufficient statistic for the notion of person performance in a test context. This 
family of models, called Rasch models, permits parameters for person performance and for 
measurement-like contrasts of performances. It also permits parameters for item difficulty 
and for measurement-like contrasts of item difficulty.   

These parameters characterize stochastic models for test performance as item marks allocated 
to an observed interaction between an item in a test instrument and a test participant, in a 
specific context. There are profound education and ethical consequences. 

The existence of a unique model which can characterize contrasts of difficulty and ability, is 
distinct from knowing whether or not the desirable model actually fits the data set at hand. 
Various specific assumptions have to be amenable to testing by data analysis, and discussion 
will focus on these complexities. 

The paper has no new results, but seeks to present an accessible framework for debate of the 
Rasch approach as a sine qua non for the imposition of the ethical prerequisite for asserting 
measurement-like outcomes in education. The inferential questions that arise in the Rasch 
model framework address the matter of examining the extent to which patterns within 
participant and item data in a test, fit a desired type of model, and if not, how the test data 
may be coherently but validly edited to achieve a clearer fit to the desired model type. 
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This reversed approach may sound ill-advised at first, by reason of its contrast with usual 
statistical practice of fitting models to data, and then iteratively selecting and including new 
parameters associated with other available explanatory information. The traditional objective 
is to explain pattern any variation in the data set by more complex or detailed models, until 
there is no apparent benefit from selecting further available information for an explanatory 
purpose. 

As opposed to finding a model which merely describes the variability in test data of persons 
in some efficient way, the purpose of the Rasch model is to allocate locations on a common 
scale to both test participants and item difficulties, with measurement-like properties.  

The distances between locations will be required to have strong fit with the observed 
interactions of persons and items, whose outcomes are recorded in the data. Specifically the 
distances between any person location and an item location should together fully determine 
the probabilities associated with all the permitted item scores in the test memorandum or 
rubric. 

In particular, there should be no person variable or person factor, other than performance 
ability, associated with the parameter estimates. In contrast to classical methods, which seek 
to include and use explanatory variables, the Rasch approach seeks to establish that any 
available explanatory variables are unassociated with the person parameter estimates, after 
the item difficulty estimates have been taken into account. 

By design, a test is required to operationalize the estimation of such person and item 
locations within a probability model. In the Rasch approach, the memo or the item may need 
to be reconsidered post hoc if their original form appears be less than adequate for estimating 
the outcome probabilities.  

The basis upon which test data can be altered is that the nature of data is inherently ordinal, 
rather than interval or ratio measurement. The ordinality in test scores is expected to be 
internally consistent within each item and the scores on each item ought to be positively 
related to the total score on the remaining items. 

A key insight into ordinal data adjustment is that any sum of item scores can be interpreted as 
an extended count or recount of elements along a sequence with intervals between 
consecutive intervals of arbitrary different lengths. Alterations of the item score data that 
preserve ordinal relations and remove inconsistencies and curiosities, such as apparent 
multiple modes, are legitimate in these circumstances.  

The paper offers simple quick but instructive methods for exploring small test data sets, 
namely those data sets for which the number of persons writing the test is only a small 
multiple of the total of all discrete score elements in a marking memo.  

In these contexts the Rasch estimates may be imprecise simply because the information in the 
small data set is too limited. The coherence of items necessary to permit an aggregation into a 
meaningful total can then be explored by the Gamma statistic for pairwise association 
between ordinal variables. 
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The Rasch methods presented in the paper will be most effective and relevant in large scale 
tests, for which the number of persons tested exceeds some ten to twenty times the maximal 
possible score count. It transpires that in the circumstances of large scale testing there are 
also likely to be more stringent ethical requirements for demonstrable comparability of 
performances and estimates of ability. Thus the importance of measurement-like properties is 
more critical in large scale tests than in small data set applications. 

In the paper the descriptions will focus upon situations in which the observed data set is 
complete data, with all its elements observed and recorded. A substantial literature is 
available to handle estimation and inferences in situations in which one or more of the items 
have been been omitted by one or more persons and hence the corresponding elements of the 
data set are absent. The methods for incomplete data are not discussed directly in the paper. 

The Rasch approach is not confined to mathematics testing, but can be used for any type of 
testing of purported competences within any educational discipline.  

In fact the Rasch approach is also applicable to preference or intensity scales in the health 
and psycho-social sciences, where ordinal relations within items are aggregated into a single 
summative outcome. An extensive body of research literature is readily available. 

In selecting and organizing this presentation I have drawn greatly on the immense 
contributions of David Andrich (UWA) to Rasch theory, to the software RUMM, and 
especially to their use and applications in education. I also acknowledge the influence and 
insight of Alan Tennant (now at Swiss Paraplegia) in his impacts of the emerging role of 
measurement-like explorations of preference and intensity data from questionnaire scales in 
the health sciences. 

Presentation 

When a mathematics assessment test is designed and constructed, there are always several 
criteria that jointly determine the structure and the content of the test and its constituent 
items. These criteria collectively reflect the purpose of the assessment instrument or test, in a 
context of an intended curriculum and the interaction of a particular set of persons with that 
curriculum.  

The test is constituted as a collection of items. The items themselves will always be limited in 
number. This limitation of item count is in part due to the inevitably of overall time 
constraints for the completion of a test, and the fact that any item requires some finite 
allocation of time.  

The overall content of each of the test items addresses one or more elements of an intended 
curriculum, and perhaps some extensions of that curriculum. The limited set of test items 
must address or cover a sufficient range of the intended curriculum elements, to address the 
purpose of the test. It may be inevitable that some elements of the curriculum are either 
implicitly or explicitly excluded from the test. 
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The sufficiency of the intended curriculum coverage within the composite set of test items to 
warrant a test’s fitness for purpose is a matter for subjective but accountable decision-making 
by the test designers, as subject experts. The extent of the curriculum coverage for the test’s 
explicit purpose is a matter for professional critique. 

The test items may differ in levels of complexity and difficulty, as perceived by the test 
designers.  These judgments of relative item difficulty are subjective, but they are always 
pertinent. The judgments also permit an initial subjective ordering of items or clusters of 
items by the test designers, from least to most challenging, prior to the availability of 
empirical evidence of item difficulty arising from the test context. 

The initial or tentative difficulty-ordering of items or item clusters may sometimes also be 
associated with an explicit view of the overall criteria of test performance levels which the 
test-designers view as adequate or desirable for some specific purpose, such as fail, pass, 
distinction. 

The marking memorandum for each item signals implicit or explicit requirements for the item 
responses to constitute elements of evidence of adequate performance on the single item, 
within the test context and its designed purpose. The item memorandum specifies a series of 
response elements which are explicitly or implicitly score-able, perhaps as 0/1 on the basis of 
absence and presence in the response, as judged by the marker using the memorandum alone.  

Often a polytomous item score for each respondent is determined as the sum of those 0/1 
components within the item memo that the respondent has mastered. This sum convention 
treats the various score-able binary elements as interchangeable in the item score summation.  

In some instances, a memo may purport to weight various elements fairly as fractions or 
integers, such as one-half, one, two or say three. Such implicit claims are essentially 
motivated by an unstated reference to an arbitrary but convenient total score. However 
practiced these judgements may be, the allocation of such weighted scores are essentially 
arbitrary and unverifiable claims to interpret the single mark as a unit which can be 
meaningfully split or aggregated, as if the mark were a unit of quantity, and not just a binary 
outcome. This paper seeks to describe better methods of handling marks in test data. These 
methods will specifically avoid the quantitative fallacy implicit in various weighted marks 
other than the standard 0/1 options  

The summation strategy over the k binary elements specified for a polytomous  item in the 
memorandum is a reduction of all 2k possible binary arrays of marking judgments into an 
ordinal array of (k + 1) possible item scores { 0, 1, 2, …, k} on the polytomous item.  

The choice for use of a single score, from values 0 through k, rather than a sum of k distinct 
individual scores, is an assumption. The justification for the assumption lies within the belief 
that the k binary elements in the memorandum for a polytomous item are not inherently 
stochastically independent of each other. Instead we assume the memorandum elements form 
a progression of evidence for increasing levels of ability or proficiency. 
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The item memorandum does not necessarily comprise various binary elements, with 
subsequent summation. The memorandum may offer a subjective partial ordering of 
emergent responses from several arbitrary respondents to the item. These orderings may be 
associated with a series of increasing scores admissible for the item, between a minimum 0 
and an allocated maximum value (at least 1). An impression score is intended to be assigned 
as a matching of the observed item response against a rubric of response development in the 
memorandum. 

The construction of each item memorandum, however well-intentioned and well-informed, 
has to serve a purpose of reliably partitioning the emerging item performances into a robustly 
distinguishable set of ordinal categories. There is at least an ethical and educational 
imperative that each item score group emerging from a scoring process has a degree of 
internal homogeneity in the associated responses that permits a clear contrast with the 
separate internal homogeneity of responses within each of the other score groups. This 
distinguishability of responses across score groups must also admit a mathematically 
defensible ordering of performances associated with the item scores 0, 1, …, k. 

It is feasible that any item memorandum may include redundant binary elements, or may 
exclude binary provision for an overlooked but necessary component of response that might 
meaningfully distinguish between item performances. It is also feasible that a rubric has 
inclusions or omissions that give rise to uncertainties and inconsistencies in the marking and 
scoring process. We will explore these item scoring requirements later in the paper. 

We note that the authority of the test design, content and memorandum rubrics resides 
beyond the test data set itself. The initial expected ordering item of item difficulty also is 
separate from and prior to the data. 

The observed distribution of scores for any specified item is in general not derived through a 
random sample drawn from any particular respondent population. The data is intended to 
give insights about each person responding to the test, and comparisons between such 
persons, and contrast with notional criteria for ordering performance classes. There is no 
wider representativity of the respondent scores intended or invoked for any distribution of 
person scores beyond the actual respondents themselves. 

While inference beyond the data is not an objective of the analysis, there will be several 
criteria for the coherence of scoring within and across items that will be part of the Rasch 
analysis. 

Comparisons between items may be of interest. Such comparisons are more robust when the 
data set is complete. When all items have simple 0/1 binary scores, a natural vehicle of item 
comparison is the set of observed percentage of respondents answering the individual items 
correctly. This percentage for 0/1 scores is logically equivalent to the average of the observed 
percentages of the item maximum score attained by each respondent.  
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While it is actually the item-specific bar-charts of score frequencies that one ideally seeks to 
compare and order by observed difficulty in the test context, the variety of item maximum 
scores complicates the process.  

We may use the average percentage of the item maximum score attained by the candidates as 
a crude relative criterion for ordering dichotomous and polytomous items from least difficult 
(highest average percentage of item maximum) to most difficult (least average percentage of 
item maximum). 

A virtually invariant characteristic of test design is the addition of the item scores into a 
single composite score on the test, for each test respondent. Occasionally there may be two or 
more separate subtotals reported, but invariably even these subtotals also contribute to an 
overall sum that is interpreted as a single criterion of individual performance on the test.  

The sum of all item scores for each person serves as a unified criterion for two purposes of 
comparison. Firstly, these total scores inform comparisons of the relative strength of test 
performance between pairs of test respondents, by contrasts of total scores (e.g. using the 
signed difference of the total test scores for any pair of distinct persons). In short, we 
generate a partial ordering of all the test performances, by the total scores (as sole criterion).   

We are so familiar with the strategy of summing various item scores that we may overlook 
the necessity to verify the coherence of these summations. The question of discerning 
evidence for the admissibility of score addition will be explored later in the paper. 

Secondly, each of the total scores may be compared with one or more criterion score levels 
(e.g. minimal cut scores), to designate membership of a single ordinal class of performance 
outcome (e.g. distinction, good, pass, fail) for each test respondent, based upon the test total 
score alone. These criterion cut scores are an operationalization of the notions of relative 
difficulties and importances assigned to items or clusters of items at the design stage.  

The criterion levels for overall test performance are essentially arbitrary, and are based upon 
subject expertise for the context in which the test is used. Though arbitrary, the criterion 
levels are debatable amongst peers both before empirical data is available, and debatable 
amongst both peers and stakeholders after all the relevant empirical data has emerged from a 
context.  

For example, examination authorities may impose monotonic adjustments to raw total scores, 
on the grounds that empirical frequencies of the classes of performance on a test do not 
adequately match the corresponding desired or expected frequencies. The rationale for such 
score interventions might invoke a notion of parallel patterns of outcomes expected for 
distinct cohorts on other tests intended to address the same phenomenon. 

There is a need to explore the underlying conditions that must be satisfactorily exhibited in 
the item and test data in order to warrant the various kinds of inferences we wish to draw 
from test instruments. 
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Data orderings of items and persons 
 
In any real-life test context the participating candidates will have differing abilities, through 
which to cope with the items that constitute the test instrument. In general, we expect any 
candidate with a level of ability higher than the ability levels of some other specific 
candidates to obtain a higher score than those candidates achieve. The expectation is 
provisional on the test including a sufficient count of relevant items across the difficulty 
range to make evidence of differences in ability possible in practice. This approach leads to 
an ordering of data columns, from say easiest to most difficult items. 
 
Another preliminary assumption is that, like the items, the candidates too can be similarly 
ordered into distinct ability levels, on their own ability continuum, with or without shared 
person locations. Again there is no requirement that the persons have unique ability locations, 
nor that the successive ability locations are equally spaced.  
 
Note that it is permissible to re-arrange the sequence of rows in which the complete data of 
each candidate is presented or stored. Row sorting will preserve the consistency of person-
ordering across all items within each column. 
 
Now consider an N×K dichotomous data matrix, one row per person and one column per 
item, comprising cells with entries one for correct answers and zero for incorrect answers, in 
keeping with the test marking memo. Natural estimators of the person abilities are the counts 
of items correct for each person, even though items differ in difficulty. Similarly, natural 
estimators of item difficulty are the counts of persons with incorrect answers for each item, 
even though the persons may have distinct ability levels. We note that these two sets of 
estimators are contextual, arising from use of a single common test undertaken by a specific 
group of persons. The persons are not deemed to be representative in any way of any wider 
population. 
 
We augment the data matrix at the right by a column of person totals, which vary between 
extreme possibilities 0 and K, as in Figure 1. These values are both counts of dichotomous 
items correct, as well as total scores. We may append another column of the average scores 
per item of each person on the test, using person totals divided by K. For dichotomous items, 
this average person-score is identical to the proportion of the maximum total-score attained 
by the person, because the maximum item scores are all one. The corresponding percentage 
of the maximal possible score is easily obtained for each person. 
 
We also augment the data matrix underneath, by a row of item totals, which vary between 
extreme possibilities 0 and N, as in Figure 1. Again we may augment this row with another 
for average score per person on each item in the test, using item-totals divided by N. Now this 
average item-score is identical to the proportion of the maximum item-score attained within 
the data context, because the maximum item scores are all one. Again, the corresponding 
percentage of the maximal possible score is easily obtained for each item. 
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Without losing any information in the data we may resort the order of the rows and the order 
of the columns presenting rows in descending order of row-totals and columns in descending 
order of item-totals, from left to right.  This outcome is called a Guttman ordering of the data 
matrix. 
 
When rows share tied person-totals, their internal ordering is taken as arbitrary, providing 
that all those tied rows located together below higher person-totals, and above lower person-
totals. Similarly, ties between columns totals admit any internal ordering which keeps them 
clustered together, but between all lower and higher item-totals.  
 
Occasionally the correspondence between items and persons in a Guttman ordering of the 
data takes a very strong form called a Guttman scale (as in left-hand data matrix of Figure 1). 
In this situation all the persons at any observed score correctly answer the same set of items, 
and simultaneously score 0 on all the remaining items. All persons with a specific lower 
score than such a first group will have a smaller subset of items for which they all score one, 
and a larger subset on which they all score zero.  
 

a	 b	 c	 d	 e	 f	 g	 h	 t 
	 	

a	 b	 c	 d	 e	 f	 g	 h	 t	
1	 1	 1	 1	 1	 1	 1	 1	 8	

	 	
1	 1	 1	 1	 1	 1	 1	 1	 8	

1	 1	 1	 1	 1	 1	 1	 1	 8	
	 	

1	 1	 1	 1	 1	 1	 1	 1	 8	
1	 1	 1	 1	 1	 1	 1	 0	 7	

	 	
1	 1	 1	 1	 1	 1	 1	 0	 7	

1	 1	 1	 1	 1	 1	 1	 0	 7	
	 	

1	 1	 1	 1	 1	 1	 0	 1	 7	
1	 1	 1	 1	 1	 1	 1	 0	 7	

	 	
1	 0	 1	 1	 1	 1	 1	 1	 7	

1	 1	 1	 1	 1	 1	 0	 0	 6	
	 	

1	 1	 1	 1	 1	 1	 0	 0	 6	
1	 1	 1	 1	 1	 1	 0	 0	 6	

	 	
1	 1	 1	 1	 0	 1	 1	 0	 6	

1	 1	 1	 1	 1	 1	 0	 0	 6	
	 	

1	 1	 1	 1	 1	 0	 0	 1	 6	
1	 1	 1	 1	 1	 0	 0	 0	 5	

	 	
1	 1	 1	 1	 1	 0	 0	 0	 5	

1	 1	 1	 1	 1	 0	 0	 0	 5	
	 	

1	 1	 1	 1	 1	 0	 0	 0	 5	
1	 1	 1	 1	 1	 0	 0	 0	 5	

	 	
1	 1	 1	 1	 0	 1	 0	 0	 5	

1	 1	 1	 1	 1	 0	 0	 0	 5	
	 	

1	 1	 1	 0	 1	 0	 0	 1	 5	
1	 1	 1	 1	 1	 0	 0	 0	 5	

	 	
1	 1	 1	 1	 0	 0	 1	 0	 5	

1	 1	 1	 1	 0	 0	 0	 0	 4	
	 	

0	 0	 1	 1	 1	 1	 1	 0	 5	
1	 1	 1	 1	 0	 0	 0	 0	 4	

	 	
1	 1	 0	 0	 1	 1	 0	 0	 4	

1	 1	 1	 1	 0	 0	 0	 0	 4	
	 	

1	 1	 1	 1	 0	 0	 0	 0	 4	
1	 1	 1	 1	 0	 0	 0	 0	 4	

	 	
1	 1	 1	 0	 1	 0	 0	 0	 4	

1	 1	 1	 0	 0	 0	 0	 0	 3	
	 	

1	 1	 0	 0	 1	 0	 0	 0	 3	
1	 1	 1	 0	 0	 0	 0	 0	 3	

	 	
1	 1	 0	 1	 0	 0	 0	 0	 3	

1	 1	 0	 0	 0	 0	 0	 0	 2	
	 	

1	 0	 0	 1	 0	 0	 0	 0	 2	
1	 1	 0	 0	 0	 0	 0	 0	 2	

	 	
1	 0	 1	 0	 0	 0	 0	 0	 2	

1	 0	 0	 0	 0	 0	 0	 0	 1	
	 	

0	 1	 0	 0	 0	 0	 0	 0	 1	
0	 0	 0	 0	 0	 0	 0	 0	 0	

	 	
0	 0	 0	 0	 0	 0	 0	 0	 0	

22	 21	 19	 17	 13	 8	 5	 2	
	 	 	

20	 18	 17	 16	 14	 10	 7	 6	
	 

Figure 1: An 8-item Guttman scale and an 8-item data set in a Guttman ordering (N=23). 
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In a Guttman scale each person has a row sequence of K item-scores of the form 
1111…100….0, a string of scores one and then a string of scores zero, where the items have 
already been ordered from easiest to most difficult, from left to right. This row string is called 
a Guttman pattern or a Guttman sequence. Similarly, each item has a data column sequence 
of N person-scores of the form 1111…100….0, which matches the separation of those who 
scored 1 on the item from those who scored zero. 
 
In a K-item Guttman scale there are only K+1 possible strings of dichotomous item-scores 
covering all possible persons, namely the Guttman patterns or sequences. The person-total t 
then allows one to identify the last item in the ordered list of items at which the ability of the 
particular person was also sufficient to generate a correct answer, but that same ability was 
insufficient for a correct answer at every subsequent item in the ordered list. The last correct 
item is at position number t in the ordered set of items. 
 
In practice, perfect Guttman scales will rarely occur in real-life data sets. Every row in a 
Guttman scale has to exhibit a Guttman sequence. A Guttman scale is more likely in data sets 
derived from only a small number of items. This structure is not assured and its strict 
ordering may be violated as new items are included in the test data, or as the number of 
persons in the data set increases.  
 
Items do not all necessarily give clear cut deterministic signals, as in rows of nine distinct 
Guttman patterns in the left-hand matrix of Figure 1. It is possible that an alternative set of  
outcomes would confirm the same ordering of persons and the same ordering of items as in a 
perfect Guttman scale. The right-hand matrix includes only six of the nine Guttman patterns 
but preserves both person and item orderings. 
 
For a given person-total score, say t, precisely because we have arranged items from easiest 
to most difficult, the most likely string of K responses is of the form 1111…100….0, with 
exactly t scores one, followed by all (K - t) remaining scores zero. While the string is the 
most likely amongst the strings that sum to t, it does not necessarily occur often. 
 
The least likely string for this person-total is of the form 00…011…11, ending in t item 
scores 1. This string indicates a test performance on which the person has all the t most 
difficult items correct but all the easier items incorrect. This particular string would be treated 
as most anomalous and requires wider investigation. 
 
There are usually many other possible strings of item-scores admitting a total score t as may 
be evident from the right-hand matrix of Figure 1. In fact there are K!/(t! (K-t)!) possible 
distinct profiles for the item scores yielding a person-total t, of which only one is the Guttman 
pattern.  
 
From Figure 1 it is clear that there may be interesting diagnostics to be explored when 
curious or anomalous patterns occur within the rows of right-hand side matrix. Tentative 
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insights for plausible rows in a test of 16 dichotomous items, ordered from easiest to most 
difficult items, are offered in the table below. 
 

16	ordered	dichotomous	items	 Interpretation	
1110110110100000	 	Typical	
1111111100000000	 	A	Guttman	pattern	
0111111110000000	 	Careless	error	in	item	1	
1111111000000001	 	Correct	guess	in	MC	
1010101010101010	 	Check	data	capture	
1111000011110000	 	Missing	or	special	ability	
1111010110010000	 	Possible	outliers		
0000000011111111	 	Check	code	reversal		

 
The Guttman ordering of data can include polytomous data on polytomous items. One may 
use sets of unit blocks with lengths of ones and then zeros to represent an observed ordinal 
score on any single polytomous item. For example, an item with maximum possible score 
three one, the admissible strings are 000, 100, 110 and 111. The column totals in a 
polytomous item are the exceedance counts. 

The column labelling system will require a way of preserving the identifier of the original 
score column when a Guttman ordering is applied to the rows and columns using total person 
score and total row score of this extended  0/1 construction. 

Data that exhibits a pure Guttman scale allows for two types of linear separations. On a 
counting line of observed person totals between 0 and K, one or more separators can be 
inserted between any adjacent observed total scores in the ordering. Each separator can be 
labelled using the corresponding item sum.  

Similarly, an ordered counting line of the observed item totals between 0 and N admits one or 
more separators that can be labelled by the person totals 1 through (K-1). 

However the Guttman scale does not admit a common underlying linear interval scale. The 
structure is easily violated by the inclusion of new rows for persons and new columns for 
additional items, even when the augmented data re-ordered. In consequence the idea that 
there should be transferable information from one context to another through the use of a test 
instrument cannot be assured by a Guttman scale. 

The role played by random variation rather than deterministic variation permits the testing of 
evidence for an underlying measurement-like pattern. The evidence for or against a linear 
scale being a model for the data set will depend in part on the total counts of persons 
responding to all the items.  

A linear scale for items suggests relative comparisons of item difficulty that can be 
transferred from one context to another, despite variation and without Guttman structure. 
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It will transpire that the observed patterns within data ordered by row totals and column totals 
will also assist in interpreting variability in a test context, when estimation and residuals are 
calculated for a person by item data set. Ordering of rows and columns, alongside use of 
statistics for persons and items will allow identification and investigation of problematic 
features in a data set. The discussion will return to this claim. 

Gamma for ordinal association 

If we have K items each gives rise to an ordinal variable of scores. For any pair (i, j) of items 
we may a two-way tables of frequencies. If the items are dichotomous we obtain a 2 × 2 
table, and for polytomous items with maximum scores (mi, mj) we have a (mi + 1, mj + 1) 
table. The rows and columns follow a natural score ordering. The table frequencies sum to N, 
the count of all persons answering both items.  
 
Now we may with some simple algebra counts the number of pairs of persons whom the table 
suggests on which one person scores higher than the other on both items. The two items yield 
an ordinal agreement. We assign the symbol a to this count. Conversely, we also count the 
pairs of persons have scores with an original disagreement, in that each person score higher 
on only one the variables. We assign the symbol d to this count. We ignore all pairs with ant 
tied scores on either item or both items. 
 
The Γ-statistic (Gamma) summarises the frequency of ordinal agreements (a) and ordinal 
disagreements (d) between (a+d) pairs drawn from the available n bivariate cases.  
Here Γ = (a-d) / (a+d) becomes +1 when there is perfect overall agreement, but becomes −1 
when there is total disagreement, and its value becomes 0 when there is no ordinal 
association. Thus Γ is an analogue of a correlation coefficient. The Pearson correlation 
coefficient is not valid for bivariate ordinal data merely labelled as item scores. 
 
The value of Γ is the difference between the fractions of agreements and disagreements 
within the counted pairs: Γ = (a / (a+d)) – (d / (a+d)).  
 
We may also apply the Gamma statistic to any two subtest scores, not just items. In particular 
we may apply the calculation to frequency tables for scores on each item paired with the total 
of the remaining items.  
 
Since Γ can be reported as an estimate with a standard error, data analysis can explore 
whether any particular items appear redundant. 
 
When a test data set is small, as in tests within small classrooms, Rasch analyses may not 
yield satisfactory results. The use of Gamma statistics and Guttman orderings of rows and 
columns will provide some convenient insights. 
 
In subsequent discussions we will assume that we have data sets with a sufficiently large 
numbers of persons to make a Rasch analysis worthwhile. 
 
Rasch models 

At the level of an individual item in a test, the simplest structure of item and memorandum 
involves a 0/1 score for an absence/presence of a desired response outcome. The Rasch 
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(1960) model assumes that only two numerical latent features affect the outcome of an 
interaction of the nth respondent with the ith dichotomous item, namely Bn, the overall 
proficiency of the respondent,  and Di, the difficulty of the item. This approach assumes that 
the values of Bn and Di are strictly positive, and that all such values are also on a common 
numerical scale admitting unit-free ratios for each person-item interaction. Finally we assume 
the person ability/item difficulty ratio (Bn / Di) constitutes the odds Oni = πni /(1- πni) of score 
1 versus score 0 in the dichotomous item labelled i, for each person labelled n. Then we may 
write  

( )

( )

( )

log( ) ln{ / (1 )} ln( / ) ln( ) ln( ) ( ),

/{ 1}   and
1 /1

1 1{ 0} (1 ).
1 /1

n i n

i nn i

i
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ni ni n i n i n i

n n i
ni ni

i n n i
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β δ β

δ ββ δ

δ
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π π β δ

π

π

−

−

−

= − = = − = −

= = = = = =
+ +++

= = = = = = −
+ +++

          (1)                                                  

The inherent value of equation (1) is that it exhibits and confirms the relationships between 
two scales and associated comparative approaches (difference n iβ δ− and ratio Bn / Di). The 
equation assists us in thinking about how ability parameters and difficulty parameters interact 
to determine the probabilities for the score outcomes from dichotomous items, in a particular 
simplest model. It will be convenient to assume the logistic form with its linear scale and the 
difference approach. Thus we give attention mainly to differences ( )n iβ δ− , rather than ratios 
of strictly positive values.  

We observe that equation (1) does not require or invoke values for Bn and Di, or βn and δi, 
only the differences between them. Thus an additional constraint will be required to 
determine unique explicit values for the individual parameters, alongside their differences. 

According to the probability model (1), all that matters is the relationship between the 
relative positions of ability and difficulty on the common linear scale on which the real 
numbers βn or δi are all located. If we switch a person for a different person having the same 
ability, βg = βn, the probabilities in (1) are unchanged. If we switch an item for a different 
item of the exact same difficulty δh = δi, the probability values for the binary outcomes are 
unchanged.  

More strongly, if we simultaneously switch the nth person for a person with a contrasting 
ability βg = βn + α, and the ith item for an item with similarly adjusted difficulty δh = δi + α, 
then the two outcome probabilities are unchanged by the double switch, because the common 
adjustment implies (βg – δh) = (βn + α) – (δi + α) = (βn – δi). The numerical value of the shift 
parameter α is unconstrained 

The relationship of item to person ability is such that if a person labelled n is at the same 
location on the common scale as an item labelled i , then βn = or (βn - δi) = 0. In consequence 
the two probabilities for the ordered categories 0/1 are equal. Then substituting this zero 
difference for the bracketed terms into equation (1) implies that the person of any ability level 
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will always have a 50% chance of achieving a correct response to any dichotomous item with 
a difficulty level equal to his or her ability level.  

Figure 2 illustrates this feature of outcome probabilities derived for a dichotomous item with 
δi  = 0.40 against the horizontal scale for βn. The graph arises from the item probability 
options within RUMM, called Category Probability Curves. In dichotomous items there are 
only two categories 0 and 1. The graph for score outcome 1 follows the logistic form in (1). 

 

   Figure 2: Logistic curve and complementary score probabilities for an item with δi = 0.40 
 
If an item difficulty δi is greater than the ability location βn of any person, then each such 
person has the same less than 50% chance of achieving a correct response on that item. 
Similarly, if the item difficulty is less than a specified person location βn, each person at that 
location will have the same greater than 50% chance of achieving a correct response.   

The expression for { 1}niP X =  in (1) is the logistic function with argument (βn – δi). The 
argument is a parameter, not a random variable. This logistic function has an ogive-like shape 
very close to a particular cumulative Gaussian structure, but the curve does not admit a 
cumulative interpretation. Instead the curve is a summary of a continuum of conditional 
Bernoulli distributions. 

Figure 3 presents an equivalent of three logistic curves for dichotomous items. The curves are 
parallel horizontally, at constant distances apart, namely 0.84 and 0.80 as item difficulty 
increases from left to right, against the person location axis. The curves are not equidistant, 
but appear to shift leftwards as item difficulties diminish, and conversely. 

The vertical axis is labelled expected values. These curves are Item Characteristic Curves 
(ICC) are obtained from a RUMM option which plots a single curve of the conditional 
expected values of an item against the person parameter values on the horizontal axis. For 
dichotomous items 0/1 the expected value is equivalent to the probability of 1. For 
polytomous variables the expected value is bounded by 0 and the maximum score m. 
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   Figure 3: Parallel logistic curves for person probabilities of success, for 3 item locations. 
 

It is convenient to refer to the ability and the item parameters, and any pairwise distances 
between two parameters as being on the common logit scale. It will happen that all such 
differences have associated probabilistic interpretations. 

Item parameters and estimation of differences. 

The background to the theoretical work used in the estimation of item difficulties without 
having to estimate person abilities originates from an insight into the estimation of difference 
(δ1 - δ2) between two parameters (δ1, δ2) of dichotomous item difficulty. In the Rasch model 
it is primarily the differences (δi – δj) between item difficulties that are of interest as item 
comparisons. 

Using as data the observed table of frequency counts for any two dichotomous item scores 
from all N persons completing both items, we may obtain estimates of the vector (δi – δj) 
from the two contra-diagonal elements n01 and n10 of the 2×2 frequency table for the ith and jth 
items. Extremal person scores are r = 0 and r = K = 2 in this reduced context.  

Then n00 counts persons with total equal zero for the two items, and n11 counts persons with 
total equal two. Now we assume we have sufficient data so that both counts n01 and n10 are 
non-zero, and (n01+n10) = N1  <  N = ∑∑nij = (n00+n01+n10+n11). 

Only those persons obtaining a non-extremal person total sum on the items, namely tn = 1, 
and hence one of two unequal item scores, (0,1) or (1,0), contribute to the estimation of the 
difference (δ1 - δ2).  

By assumed independence of dichotomous item responses within persons we obtain joint 
bivariate Bernoulli distributions for the two items. These distributions involve the person 
parameter and the two item parameters and corresponding denominator. 
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However if we now examine the conditional distribution given the person total score tn = 1 on 
a pair of items labelled (i, j), then we have the remarkable result that the conditional 
distribution is invariant over all persons and involves only a single parameter, namely the 
difference (δi – δj) of the two item parameters. 
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We note that the probabilities for every person, conditional on an item pair total tn = 1, are 
governed by a denominator jie e δδ −− + which is a symmetric function of the (inverse of) the 
two difficulty parameters Di and Dj. 

Thus if we now examine the conditional distribution given the person total score tn = 1 on a 
pair of items labelled (i, j), then we have the remarkable result that the conditional 
distribution is an invariant Bernoulli across all those persons, and involves only a single 
parameter, namely the difference (δi – δj) of the two item parameters. In consequence we may 
estimate this difference as the common log odds parameter ln{ / (1 )}π π− from the Binomial 
distribution with probability ( (0;1) | 1) ij nP x tπ = = =  and N1 observations satisfying tn = 1.  

A natural estimator of the odds { / (1 )}π π− is given here by n01/n10.  Similarly, an estimator 

for the difference ( ) 01 10– ln lni j n nδ δ = −  which is positive when item j is easier than item i. 

Extensions  

We now may extend this set of insights. For a set of K = 3 dichotomous items, there is a 
parameter vector (δ1, δ2, δ3). A corresponding 3-way 2×2×2 frequency table gives counts nijk  

of the item outcome triplets (i, j, k), where i, j and k may each be zero or one. 

The vector of K = 3 sufficient statistics is given by three marginal two-way item-totals (s1, s2, 

s3), summed over all N persons. Hence s1 = ∑∑n1jk , so that with items operating 
independently within persons, each item-total is also the frequency count of item-responses 
labelled 1.  

We observe that for any person n, the associated test-extremal scores tn = 0 and tn = 3 each 
admit only one unique triplet of 3 outcomes (000 and 111, respectively). These scores offer 
no information by which we may infer the relative difficulty of the three items. We know 
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only that for the persons at the extreme scores in question, the set of three items is either too 
difficult or too easy to support distinctions between the items, or between persons at either 
total score.  

In contrast, all scores tn = 1 admit 3 possible triplets of outcomes {(100), (010), (001)} for 
such a person. From this subset we expect that the item with highest count of one’s is 
possibly easiest of the three items. Similarly, all scores tn = 2 admit triplets {(011), (101), 
(110)}, from which we expect that the item with highest count of zero’s is possibly most 
difficult of the three.  

However in practice we will combine the two independent sets of stochastic information, 
obtained from two disjoint sets of observations for tn = 1 and tn = 2, into a single inference, 
about the relative differences in difficulty of the three items. 

Conditional upon tn = 1 and separately upon tn = 2 it is readily shown that we have the 
probabilities of the corresponding triplet outcomes governed by denominators that are 
symmetric functions of the 3 item parameters, namely:    

 ( ) ( ) ( )
( ) ( ) ( )

1 1 2 3

2 1 2 2 3 1 3

 exp exp exp ,
 exp exp exp .

λ δ δ δ

λ δ δ δ δ δ δ

= − + − + −
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Thus we may write three expressions of the form 
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These properties are quite remarkable. We observe that the conditional probabilities given the 
only the total score and K are free of all other person information. No person parameters βn 
enter into the common conditional probabilities applicable to all persons with tn = 1, nor into 
the conditional probabilities for persons at tn = 2, respectively. In contrast, the conditional 
probabilities of (000) and (111) for the events tn = 0 and tn = 3 are both one.  

From the sub-counts of only those persons with tn = 1, say 1 11 12 13( )N g g g= + + in all, we 
obtain natural estimators of the three probability elements, and hence estimates of distances 

( )–i jδ δ between parameter pairs as $ $( ) 1 1– ln lni j j ig gδ δ = − , providing that the 

corresponding count is not zero. These distance estimates will have their own standard errors, 
dependent in part on N1. 

In the same way, we obtain further independent estimates of the parameter differences from 
the sub-counts of only those persons with tn = 2, say

11 1.1 .112 2 . 2 2( )N g g g= + + in all. Again 

there are natural estimators of the new three conditional probability elements, and hence 

estimates of distances ( )–i jδ δ between parameter pairs as $ $( ) 2 2– ln ln .i j jk ikg gδ δ = −  Again 

these estimates will have their own standard errors (SEs), dependent in part on N2.  
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The information on distances within each of the fixed total scores tn can be aggregated into a 
combined set of estimated distances with decreasing SEs. 

Similarly, for sums of 4, 5, …, K dichotomous items, we obtain probabilities conditional 
upon tn that are always similar elementary symmetric functions only of the item parameters 
that may contributing to the totals. These properties will underpin parameter estimation using 
conditional structures after fixing a precise value of a person total score. 

The same type of results hold for elementary symmetric function structures for person 
probabilities conditional upon item totals si = 1, si = 2, and so on.  

It will be convenient to use conditional maximum likelihood (CML) for item parameter 
estimation given the person totals tn within the MLE and then solve for person estimates. 

Complete dichotomous data 

In the Rasch model, besides the common structure of equation (1) for each of the person-item 
interactions, we further assume the conditional independence of all item outcomes within any 
person of ability nβ . Similarly we assume the conditional independence of all person 

outcomes within any specific item of difficulty iδ . Thus we have the joint probability mass 
function for the array of N×K discrete scores in the complete data of N persons interacting 
with all K dichotomous items as the product: 

[ ] [ ] [ ] [ ]
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This joint model for dichotomous data immediately suggests the jointly sufficient statistics 
for the vectors of person parameters [ ] [ ] and item parameters n iβ δ are the vectors of person 

totals [tn] and item totals [si], respectively.  

For dichotomous data the joint log likelihood equation have the form 
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Thus the maximum log likelihood is obtained when we have solution to the following 
equations 
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We have noted that the conditional likelihood for the item scores given the dichotomous item 
total scores [tn] involves a series of elementary symmetric functions of the item parameters in 
the denominator:	 	
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After finding these CML item parameter estimates, and using the constraint that item 
difficulty parameters sum to one, we may use the JMLE equations (2). 

   
Starting values for estimation iterations in dichotomous items 
 
Convergence to solutions is accelerated if the iterations have starting values for the (N + K) 
parameters ( ; )β δ that may be close to the solution.  Since the original Rasch model (1) 

admitted a log-odds interpretations for (βn - δi), we may explore a comparable structure on the 
item-scores, and then the person totals,  setting the initial difficulty level value δi and initial 
ability levels as βn.  
 
A first issue to note is the natural item-total si from summing item-scores over all persons 

reflects the facility of an item, not its difficulty. The total count of all elements ( )iN s−
scored as 0, is the complementary count of persons with scores associated with item 
difficulty. Thus one might explore an observed item difficulty ratio ( ) /i iN s s− of these two 
counts as a kind of odds, for a missed versus an attained single mark within item i, amongst 
all persons in the data set. Higher odds suggest more difficult items, and conversely. 
 
Similarly, person ability is reflected by a total tn obtained out of a maximum possible score K, 
in a dichotomous item test. The count of missed possible marks is ( )nK t− . Then a ratio of 

these counts ( ) /n nK t t−  is an odds for an attained single mark versus a missed mark by 
person n, amongst all the items in the data set. Higher odds suggest persons of greater ability, 
and conversely. 
 
We can take the corresponding log-odds as suitable parameter indicators of person ability and 
item difficulty. We have observed that we will need to impose a constraint that the sum (and 
the average) of the difficulty parameters for all K items is zero, to generate a unique solution 
to the JMLE’s. This constraint is achieved by adjusting all calculated item parameter 
estimates by subtraction of their mean value to obtain a zero mean, and then preserving the 
differences between all parameters pairs. 
 
For a test with only dichotomous items and the constraint on the sum of item difficulties, we 
are led to initial joint estimates: 
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We may apply these equations when the person total tn is not an extreme score 0 or K, and the 
item total is not an extreme score 0 or N. We may eliminate from the analysis all extreme 
persons and all extreme items, because they do not permit any distinction between persons or 
items. The odds for person n of score 1 versus score 0 in dichotomous item i can therefore be 
estimated as  
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The estimated probability of score 1 on a dichotomous item from complete data, with all 
extremal persons or items removed, is therefore 
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These expressions allow us to evaluate the sums of expectations and the sums of probabilities 
in equations (2). The equations are easily adjusted to deal with any extreme scores. If 
necessary we alternate substitutions until convergence criteria are achieved.  
 
In practice the solution of the joint ML equations involves implicit functions and updating 
difficulties. It is therefore preferable to use CML methods from the outset. 
 
The estimation methods make us of EM algorithms or Newton-Raphson techniques, but large 
numbers of observations within a data set may require many iterations until convergence is 
achieved. 
 
In extensions of this approach for incomplete dichotomous data, the missing cell elements 
are iteratively replaced by latest value estimates of the associated πni values. The number of 
iterations to convergence will be greater than for complete data.   
 
We will return to the idea of incomplete data when considering a strategy to eliminate model 
violations associated with random guessing within a small set of multiple choice (MC) 
items. The strategy involves treating some range of most difficult multiple choice items as if 
they were actually missing from the data of weaker candidates. The basic idea is that if an 
MC item has a difficulty parameter far above the specified person ability, a reasonable 
presumption is that such MC items were randomly guessed by an uninformed choice of one 
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of c options. The item response of the particular guessing candidate has a probability 1/c  for 
a score 1. 
 
Consequently those guessed MC item responses, regardless of their scores, will not fit the 
Rasch model even if all the other items have a good fit. On that basis the MC items are 
removed (as prospective sources of non-informative outliers under Rasch). 
 
In some alternative approaches to Rasch models a baseline guessing parameter is adopted for 
every MC item, as in so-called three parameter IRT models. This parameter approach is 
misguided, because it is not MC items that guess, rather it is persons, when they find an MC 
item is beyond their personal ability.  
 
Of course the solution of ML estimation by whatever methods simply maximizes the imposed 
likelihood with respect to the given data. There still needs to be a process by which the 
adequacy of the currently best-fitting model is discerned.  
 
In usual statistical modelling there may be a progression from a full model for a response 
variable of interest using all explanatory information, on the basis of objectively measurable 
or countable values.  
 
In the Rasch approach the theory follow a counter current. Only a measurement-like structure 
involving a linear continuum on an interval scale suits the inferential purpose of a test of 
ability. The instrument has to eliminate sources of incoherent variation affecting ordinal 
categories assigned to person-item interactions, on the basis of memo or rubrics. The memo 
or rubrics can and should be coherently modified in ways that preserve the ordinal structure 
but better approximate a linear interval scale. 
 
These processes address the internal coherence of the ordinal data and provide an ordering of 
the items. In the context of these orderings the issues of external criteria for pass, fail and 
distinction outcomes are matters of educational judgment, not statistical inference. 
 
Estimators as random variables 
 
Any estimate for an ability parameter or an item parameter is a value of the estimator, an 
implicit random variable, and a function of the original random variables Xni which have 
already generated the observed data Xni = xni. An estimator βn(Xni) only generates an estimate 
βn(xni) when all the observed data values are substituted into the implicit function. 
 
Under the model assumptions, the estimator values have a complex set of probabilities, 
derived from the model for the data.  
 
For some models the existence of sufficient statistics guarantees the implicit function can be 
greatly simplified because the estimator can be written as βn(Xni) = βn( ][; iFt ). This 
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sufficiency equation is convenient for any iterative programming, by vastly reducing the 
number of iterative substitutions required. 
	
Precision of estimators 
 
In random sampling of size n from a single random variable, all of the n observed data values 
are unconditionally independent, and each contributes equally to the estimation of all the 
parameters. The parameter estimators, as derived random variables, have their own 
expectations, and their own variances that diminish as sample size and hence sample 
information increases. In general these variances of parameter estimates involve a multiplier 
1/n. The standard error of the estimator function is defined to be the square root of its own 
variance. 
 
In contrast, in Rasch model situations, subsets of observations are only conditionally 
independent. There is no random sampling, but we suppose we have complete data on all the 
interactions of persons and items. Only subsets of the w = N × K data values contribute 
directly to the estimation of any of the person parameters (namely that person’s K observed 
item scores contributing to that person’s total score, bounded by maximum score M). 
Similarly only small subsets of w = N × K data values contribute directly to the estimation of 
threshold parameters. The data values are the (mi + 1) observed frequencies of categories 0 to 
mi within item i, which are simply counts bounded by total frequency count N). 
 
Moreover in this model (2) it is only the differences between any two item or person 
parameters that are uniquely estimable, not the individual parameters themselves. However 
the adoption of the single parameter constraint that the sum of all item difficulties on the 
location scale is zero guarantees a unique solution for each individual parameter which 
preserves all differences between pairs of parameters. 
 
The resulting estimators of the elements of ( ) as random variables, have probability 

distributions and expectations, variances and standard errors, and correlation coefficients.  
 
For K independent dichotomous items, the theoretical variance of the estimator µ nβ  of the 

person location βn is given by µ
µ2

1var( ) 1/ (1 )
n

i K
n i ni niβ

σ β π π=
== = Σ − . This inverse of a sum of 

positive quantities will generally be smaller as K increases. Increasing the number of items in 
a test increases the precision of the person ability estimates, by diminishing their variances. 
 
The variance associated with ability estimates µ nβ  for person n will be smaller quantities 
when the denominator is larger. If many of the K item-probabilities πni are close to 0.50, the 
corresponding item variances πni (1-πni) are close to their maximum 0.25 (a quarter), and the 
denominator is greater in consequence.  
 

][; iδβ
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The person parameters βn that are best estimated (with minimal variances) are those which 
are close to the midrange of the item difficulties, where the differences (βn - δi) are likely to 
be closer to zero. In these circumstances the item variances are close to 0.25 and the larger 
denominator yields better precision. For this reason a test which is well targeted, by having 
and adequate number of items with difficulties close to mid-range of person abilities, will 
have better precision for the person ability estimates in that mid-range. 
 
By a symmetric argument, for N persons responding to K dichotomous items, the variances of 
the estimated difficulty level $iδ  of the ith item is µ2

1var( ) 1/ (1 ).
i

n N
i n ni niδσ δ π π=

== = Σ −   The 

variance of the item-difficulty estimates is decreased as N, the number of persons, increases. 
 

The various person item parameter estimates µ nβ   in association with the item difficulty 

estimates $iδ  allow us to find estimated probabilities µ niπ  for the scores 0 to 1 on any item i, 
for a person of any specified ability. Hence we can estimate the expected score for every 
person in the data set, using the estimated probability µ niπ for dichotomous items I, in the 
equations 
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Various software packages may be used to obtain these numerical solutions. The values 
obtained permit the comparison of persons, the comparison of items and the estimation of the 
probability that a person with ability βn will score x marks on item i with difficulty δi.  
 
The structure of equation (2) also guarantees that no other detailed information from the data 
is necessary, besides the person-totals and the item-score category counts. No other statistical 
model can offer this type of simplicity.  
 
In other words, there is no correct or coherent way of interpreting tests using only sums of 
item scores, and frequencies of item scores observed from part marks on questions in test 
data sets, unless a Rasch model applies. This mathematical theorem (there is a formal proof) 
is a finding which has radical consequences. 
 
If we wish to make measurement-like inferences about the relative abilities of individual 
persons, rather than vague general statements about the distribution of abilities for 
unspecified persons, the Rasch model is the only route by which to do so.  
 
Software packages to perform Rasch analysis move through stages of model checking, 
diagnostic processes and estimation procedures are available on the internet, and from 
development laboratories. This study made particular use of RUMM2030 suite of programs.  
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The paper will return to this insight of joint sufficiency and its extensions in the context of K 
polytomous items, and maximal possible total score M.  

However we may note that two important but related properties of this Rasch model include 
the separate conditional estimation of all person-ability parameters, and the conditional 
estimation of the item-difficulty differences.  

After the model has been fitted and validated, it is possible to make conditional inferences at 
the level of comparisons of both individual item-difficulty parameters and person-ability 
parameters. We may note that, if all the assumptions of the joint model are valid, the 
sufficiency conditions lead to measurement-like characteristics for the entire set of person 
parameters, and separately for the entire set of item parameters. These measurement-like 
parameters give rise to convenient interpretations of the parameters. 

Validity and fit 

The desirability of the properties of the Rasch model is of course not a guarantee of the 
model’s validity. The assumptions of the model and their consequences must be confirmable 
in the data from each particular context.  

In conventional statistics, when a simplified model does not exhibit good fit to the data, we 
generally introduce one or more additional parameters. Often this exploration of parameters 
is handled iteratively, by forward or backward or stepwise parameter selection, until a single 
distributional model of adequate complexity is obtained to match the body of the data. The 
revised model serves to account for the basic pattern of systematic variation across the data, 
apart from apparently random variation. 

In the contrasting Rasch orientation to fitting models to the data, moving away from 
distributional description towards measurement-like objectives and descriptions for test 
instruments, we consider improvements of the measurement tests to achieve adequate 
accuracy and reliability of estimated parameters and defensible comparisons between them. 
As in the natural sciences, improvement of instruments is intended to improve the reliability 
of comparisons within the data. In the Rasch approach for ordinal data these improvements 
may in part result from suitably revised data of modified instruments.  

 In contrast to the Rasch model for item scores with its single parameter of item difficulty in 
the probability argument (βn - δi), some practitioners will prefer either a two-parameter model 
with an additional item-discrimination parameter λi in the argument λi (βn - δi) of a logistic 
function. Others may permit a three-parameter model for item-responses with an additional 
so-called item-guessing parameter 𝜃i as the base probability (of an outcome score 1) from 
which any item-difficulty and item-discrimination begin to have an effect.  

In these alternative item-response approaches a model is fitted but no specific inferences 
about either item-difficulty or person-ability parameters can be sustained on the basis of 
person totals alone. There is no decomposition of the joint likelihood into convenient sets 
involving sufficient statistics. 
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Goodness of Fit in the dichotomous Rasch model 
 
 
Joint person-item residual scores 
 
We note that the Rasch model estimates conditional probabilities for the occurrence of item 
values, given a person ability estimate and an item difficulty estimate. For any stipulated 
level of ability there will be an array of item response probabilities. If the model is valid and 
the thresholds are well-ordered, then for each item there is a most likely value, and other less 
likely values. 
 
In the simplest case of the dichotomous model, the observed values are either zero or one, for 
each item. Hence the average is equal to the probability of a correct response: E(Xni) = πni . 
The variance for a dichotomous variable is also a function of the parameters, and is var(Xni) = 
πni (1-πni). Hence SD(Xni) = √ [πni (1-πni)].  
 
Once the person and item parameters have been estimated from the data, substitution in (1) 

yields the estimated value of µ  ni nipπ = . These processes then permit µ ( )
2

 1ni ni nip pσ = − and 

estimated standard deviation SDni = √ [pni (1-pni)].  
 
We may calculate a raw residual rni = Xni - pni  for each person-item interaction. Then we use 
its standard deviation SDni to obtain an approximate standardized residual zni = rni / SDni so 
that zni = (Xni - pni) / SDni . These standardised values zni have zero mean and unit variance for 
every interaction. However we should take note of the strange values structures for the 
residuals.  
 
If pni = 0.50, then zni = +1.00 and zni = -1.00 for 50% of observations, at either value;  
if pni = 0.20, then zni = +2.00 and zni = -1/2 = -0.500 for 20% and 80% of observations;  
if pni = 0.10, then zni = +3.00 and zni = -1/3 = -0.333 for 10% and 90% of observations and .   
if pni = 0.02, then zni = +7.00 and zni = -1/7 =  -0.142 for  2% and 98% of observations. 
 
Then, symmetrically,  
if pni = 0.80, then zni = -2.00 and zni = +1/2 = +0.500 for 20% and 80% of observations  
if pni = 0.90, then zni = -3.00 and zni = +1/3 = +0.333 for 10% and 90% of observations  
if pni = 0.98, then zni = -7.00 and zni = +1/7 =  +0.142 for  2% and 98% of observations 
respectively. 
 
In principle, this collection of (N × K) values zni cannot be understood as drawn from a 
standard Gaussian distribution, despite the familiar notation. There is no central limit theorem 
result applicable here. We do not even have a random sample from a common distribution.  
Instead we have a non-random collection of values drawn from many distinct possible 
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distributions, but all the distributions have zero mean and unit variance. The values are not 
truly independent of one another. 
 
We are simply aggregating into one matrix a whole set of N × K arbitrary discrete 
distributions with the common properties of zero means and unit variances. A heuristic 
device claims that a residual zni value more extreme than ±2.5 as a potential indicator of 
possible interaction anomalies in the data, thus: 
 
if pni = 0.138, then zni = +2.50 and zni = -2/5 = -0.400 for 4/29 and 25/29 of observations.  
if pni = 0.862, then zni = -2.50 and zni = +2/5 = +0.400 for 4/29 and 25/29 of observations.  
 
We do not rely on any zni criterion alone. Particularly for these dichotomous variables there is 
an exaggeration affect in that most standardized values zni occur far more frequently than the 
corresponding Gaussian distribution predicts as an exceedance probability. For instance, the 
exceedance probability ( 1.96) 0.025 and ( 2.57) 0.005P Z P Z> ≈ > ≈  are roughly in contrast 
with the equations pni = 0.20 and pni = 0.138 respectively. 
 
Large negative residuals for particular person-items interactions suggest anomalous 
responses, such as error on an easier item within the test instrument, made by a person who 
generally exhibits a high ability level on the test.  
 
Alternatively, a large positive residual may arise for a correct answer to a difficult item in the 
test, from a person whom the test indicates to be at a low ability level. Such positive residuals 
may arise from correct random guesses made by weaker candidates on difficult multiple 
choice items. 
 
We will later extend this approach from the dichotomous items to all polytomous items, by 
the same construction of standardised residuals using zni = rni / SDni = (Xni - µni) / SDni . These 
estimated residuals will also be observations in a non-random collection from a variety of 
non-Gaussian distributions, but all with mean zero and variance one. They will also exhibit 
large values much more often than Gaussian criterion levels would imply. 
 
 
Multiple comparisons 
 
There are a very large number of such standardized residuals, some N×K in all. Thus, we 
need to take into account the effects of multiple comparisons when assessing all of these 
single interaction residuals simultaneously. Some will large values may occur mainly because 
the observed residual values are so numerous that some otherwise rare values may arise in the 
data, even when the model is correct. We are observing so many residual values from 
standardized distributions that finding no large residual above a moderate criterion level for a 
single observation becomes virtually impossible. 
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Bonferroni corrections are usually applied before any observed p-values for specific person-
item interactions found in simultaneous inspection of all the residuals are permitted to 
support claims of statistical discernibility (significance). The use of p-value implies that a 
pseudo-Gaussian structure has been assumed. 
 
A criterion p-value of 5% would be divided by (N × K), to give an adjusted p-value criterion 
for that number of residuals.  The observed p-values are all compared with this adjusted 
tighter criterion level. The observed p-value must be smaller than the very small revised 
criterion before any corresponding person-item residuals are declared statistically significant. 
All residuals large enough to generate this signal exhibit lack of fit. 
 
The Bonferroni adjustment favours an inference that model assumptions are correct, until 
some overwhelming signal or evidence of a violation is obtained. The Bonferroni strategy is 
intended as a valid mechanism of adjusting our inferences on the basis of multiple 
comparisons with a criterion value, rather than single statistics at the heart of most common 
statistical procedures. 
 
Generally a search for these extreme Bonferroni person-item anomalies is not of substantive 
interest precisely because such extremities are highly unlikely in circumstances where effort 
has been made to achieve conditions under which the model (1) is appropriate for the 
complete data.  
 
An extreme value may be associated with the interaction between person and item being 
affected by more than just item difficulty and person ability. When an extreme anomaly 
occurs, it may be useful to check the coding of a particular person-item interaction response.  
 
Item-residual sums  
 
For each item, we may sum the corresponding N raw residuals rni. In doing so we are 
allowing that some of the positive and negatives residuals balance each other off in the 
calculations. We also presume the residuals rni to be independent within each specific item. 
The residuals have expected value zero, so the raw residual-sums per item will have a zero 
mean and an approximate variance equal to ∑n var(rni), the sum of the N person-item raw 
residual variances. This sum is ∑n πni (1-πni) for dichotomous items. 
 
All these item sums have an expectation zero. These sums of independent residuals will have 
an approximate variance equal to the sum of the K item raw residual variances ∑i var(rni), for 
each person. For dichotomous items this variance is ∑i πni (1-πni). 
 
Similarly, for each item we may sum its N standardized residuals. These item-sums will 
have an approximate variance ∑n1 = N, the sum of their common variances. 
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Now we may standardize to obtain approximate test statistics to assess the corresponding  
differences of their observed values from their expected zero means, of the form: 

	 ∂* */ var( ),     and / .i n ni n ni i n niR r r Z z N= Σ Σ = Σ 		

Here we may initially think of values more extreme than ±2.50 as large, or a critical p-value 
of about 0.01 as giving a useful signal.  
 
If an item does not fit the Rasch model very well, it misfits the interactions involving both the 
item and perhaps several persons. Then some of item residuals may be large and will be 
likely to cause the corresponding item-residual sums *

iR  or *
iZ  to be markedly different from 

their zero expected values.  
 
It is possible that several of these K item-sums may have large values by chance. Thus any 
scanning of p-values for item-sums may involve a Bonferroni correction factor K on the 
criterion p-value, before concluding that any item residual-sums indicate misfit. 
 
 
Person-residual sums  
 
Analogously for each person n, we may sum the corresponding K raw residuals rni and 
standardized  residuals zni. We are again allowing that some of the positive and negatives 
residuals balance each other off in the calculations. We assume their independence of item-
residuals for any specified person. These sums of independent residuals will have an 
approximate variance equal to the sum of the K corresponding variances, and hence we may 
standardize these sums to obtain  

	 	 	 ∂* */ var( ),     and / ,n i ni i ni n i niR r r Z z K= Σ Σ = Σ  

 
All these item sums have an expectation zero. Initially we again think of values more extreme 
than ±2.50 as large, or a critical p-value of about 0.01 as giving a signal.  
 
If a person does not fit the Rasch model very well, the person misfits the interactions 
involving several items. Then some of the person’s residuals may be large and will be likely 
to cause the corresponding person-residual sums *

nR  or *
nZ  to be markedly different from 

their zero expected values.  
 
It is possible that several of these N overall residual-sums may have large values by chance. 
Thus any scanning of p-values for residual-sums may involve a Bonferroni correction factor 
N on the criterion p-value before concluding that the person residual-sum indicates misfit. 
 
We observe that these approaches to detection of anomalies in the residual patterns invoke an 
underlying Gaussian distribution for raw residuals, and standardized residuals. These tests are 
therefore simple heuristics that may draw attention features of the person-items that may 
influence the analysis, rather than formal tests. 
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Squared residuals and their sums  
 
We note that, if the zni are standardized Gaussian in distribution, the corresponding squared 
residuals 2

niz  all have expectation 1 and variance 2. We now assume all the squared residuals 

 are approximately chi-squared in distribution with 1 degree of freedom, and that they are 
independent of each other.  
 
Thus if we consider 2

nii nzQ = Σ , the sum of squared standardised residuals within an item i 

summed across all N persons, then Qi has a chi-squared distribution, with N degrees of 
freedom, expected value  N, and variance 2N.  
 
We obtain a large sum 2

nii nzQ = Σ if item i has a sufficient number of person-residual 

anomalies of sufficient size, and we will investigate such items. On the other hand if the data 
of item i fit the model not just well, but almost too well, then a small sum 2

nin zΣ  is possible.  

 
A Guttman pattern of dichotomous responses for persons n and items i will generate smaller 
values of zni  and 2

niz  than other patterns. This pattern of smaller values arises because the 
observations in a column with a strict Guttman pattern are in general closer to their expected 
values than observations in other columns that have the same item total. 
 
Similarly if we consider , the sum of K squared residuals  within a person, we 

obtain a large sum if the person had a sufficient number of item-residual anomalies of at least 
moderate size, and will investigate such persons.  
 
In such an analysis the MC items may involve large residuals when a candidate of a lower 
ability level on the test happens to guess the correct option within the item. These large 
residuals and their inclusion into the sums of squares permit some tentative identification of 
guessing strategies by some persons within the test. 
 
Thus far we are assuming there is no problem with using the approximate chi-squared 
distributions with simple degrees of freedom N or K respectively.  
 
Satterthwaite’s approximation of degrees of freedom 
 
An alternative way of determining degrees of freedom of pooled sums of squared residuals 
involves Satterthwaite’s approximation for the degrees of freedom of a pooled estimate of 
variance χ*/ w*. 
 

2
niz

* 2
nin i zQ = Σ 2

niz
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Suppose we have r variables 2.i i iSS v s=  with independent chi-squared distributions with 
degrees of freedom vi. A pooled estimate of variances χ*/ w* is obtained from a linear 
combination 1* k r

k k kw SSχ =
=Σ=  of the r variables. If this pooled estimate is heuristically viewed 

as an approximate chi-squared distribution with degrees of freedom w*, the degrees of 
freedom estimate is 

	
2

1
2

1

( )*
( ) /

k r
k k k

k r
k k k k

w SSw
w SS v

=
=

=
=

Σ
=
Σ

	.	

	
	This estimate w* is not required to be an integer, and will general be some real number. 
RUMM reports the chi-squared statistics for items and the corresponding degrees of freedom 
and the associated p-values.  
 
For dichotomous observations this family of statistics for items and for persons may be 
overly sensitive, even after Bonferroni adjustments.	
	
 
Person fits and Item fits 
 
 
The approach of summing standardised residuals can be modified to a sum of squared 
standardised residuals which will preserve the signals of large residuals of either sign. Each 
squared residual is non-negative and has an approximate Gaussian distribution with 1 degree 
of freedom.  
 
We assume the residuals are approximately independent of one another, when the Rasch 
model is correct, and that a chi-square distribution results for each residual, and for their row 
and column sums. 
 
In principle it is a simple matter to produce a chi-square measure of fit for rows and for 
columns as the sum of the squared residuals, the so-called OUTFIT chi-square and its 
OUTFIT mean-square after dividing by its degrees of freedom.  
The OUTFIT mean-square statistics are more sensitive to unexpected outlying, off-target, 
low information responses. 
 
OUTFIT mean-squares can be calculated for persons and for items. Extreme values draw 
our attention to anomalies. Large values suggest model violations by the corresponding 
person or item. Small positive values may suggest near-perfect conformity with the model, so 
that the authenticity of the data might be checked. 
 
As an analogue to the outfit mean square we may construct an information-weighted sum of 
squared raw residuals. The variance of this sum is the sum of the variances, assuming 
independence. The INFIT mean-square is obtained as the corresponding quotient.  
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INFIT mean-square is sensitive to unexpected inlying patterns among informative, on-target 
observations. Thus large values of the OUTFIT mean-squares and INFIT mean-squares such 
that model violations may be occurring, and low values far below suggest Guttman 
regularities that are too strong to be associated with the random variation that is necessary for 
measurement on a scale. 
 
Data is said to overfit the Rasch model when the two outfit and infit mean squares are far 
smaller than the value 1. The SE’s for the parameter estimates are likely to be small and the 
reliability measures of the test will be inflated. These conditions imply the data is more 
Guttman-like in structure than one might expect from an underlying  Rasch model, perhaps 
because of redundancies or strong local dependence between items. 
 
In contrast, data is said to underfit the model when the outfit and infit mean squares are very 
large, far from one. These conditions arise from erratic behaviour of residuals so that the 
associated person or item is not really suited to the Rasch model imposed. 
 
For both OUTFIT and INFIT mean squares between 0.7 and 1.3 one may infer reasonable fit 
of the item or person to the Rasch model. If only one of the mean squares is acceptable, then 
an anomaly may well be signalled and investigation can follow.  
 
 
The diagnosis of anomalies can be assisted by examination of the patterns of scores within a 
rearranged matrix of data. For the simple case of data involving only dichotomous items, the 
rows of the data can be rearranged in order from persons with highest total scores to lowest 
scores. In addition the item data columns can be rearranged to run from the easiest item (with 
highest count of correct answers) on the left, to most difficult on the right. 
 
 
Polytomous items 

Items may involve more than two possible score outcomes. There may be several outcomes 
that suggest various degrees of performance ability. We permit each item response to be 
recorded as an ordinal category from some pre-assigned marking memorandum. The (m + 1) 
categories are labelled as a single number within the set 0, 1, … m, where m > 1.  

Modifications of equation (1) allow the probability relationships of the Rasch model to be 
extended from dichotomous ( 1)m = to polytomous test items ( 1)m ≥ . These extended sets of 
probabilities are assumed to model the occurrence of higher score categories beyond only 
scores zero and one, assigned to some partially or completely correct responses.   

In the binary dichotomous items a correct response is assigned full credit 1. In polytomous 
items a correct response does not necessarily obtain full credit m. Thus we may speak of 
partial credit scores for items. The partial credit model (PCM) is a Rasch model which 
extends all the dichotomous model and techniques to polytomous item scores. 
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It is important to note that we are allowing an ordinal set of categories, recorded primarily by 
number label. Because we assume expert construction of each item and its scoring memo, we 
expect that higher item scores will be associated with higher abilities βn, and conversely that 
lower scores will be associated with lower abilities βn.  

We are only saying the labelled categories are distinct and uniquely ordered. We are not 
saying that unit differences between the scores x and x+1 are the same, regardless of x, in any 
items. We are not saying a score x on one item exhibits the same degree of ability as a score x 
on any other item.  

We are not considering any ratios of scores to be valid within items. Here 2 is more than one 
but is not two times 1. Likewise, score 3 is higher than 2 and 1, but is not three times 1. 

This initial ordinal structure is therefore distinct from using the category labels x as marks. 
But we may go on to assume the labels to be marks, or partial credit scores, and also later 
allow addition of these marks across all items, when we are sufficiently assured that such 
arithmetic is defensible. Then, for any particular item, as the marks x increase, we will expect 
in general that subsets of persons corresponding allocated a score x on the item, to exhibit 
higher total performance scores on all other items. In particular, we expect the subset of 
persons who score 1x +  on an item to have a higher averaged total score on the remaining 
items than the subset of persons who score x on that item.  

Simultaneously, but distinctly, we also assume that higher levels of person ability βn will be 
associated with both higher item-score labels, and hence higher item-marks x. We expect this 
relationship to be true for each polytomous item. In consequence, we also expect that higher 
levels of person ability βn will be associated with higher profiles of performance as reflected 
by test total scores, obtained by adding all K item marks for each person. We also expect the 
average test total for those persons at a specific level of ability βn will be less than the 
average test total for those persons from any other specified level of ability βm that is higher 
than βn. 

The addition strategies for handling K item scores are perfectly plausible and coherent, in 
principle, and have been common practice perhaps for many centuries. But the issue of the 
conditions under which this arithmetic can be defended as modes of obtaining objective and 
meaningful totals for a single characteristic of interest, still must be addressed.  

We note that the use of K partial credit items implies the maximal test score is
1

i K
iiM m=

=
=Σ , 

simply the sum of the various possible values im  for the maximum item scores. For any test 
which has all items dichotomous we note .M K=   

The levels of person ability βn can range over the entire set of real numbers (-∞, ∞). A 
consequence of the ordering of our ( 1)im +  score categories in any item is that we also 
expect that each such item partitions this ability range into a contiguous sequence of (mi +1) 
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intervals. Over these successive intervals, we expect that the corresponding most likely item 
category label or score will be 0, 1, 2, …, mi, respectively.  

Polytomous Rasch models 

Consider the modified Rasch model equation (1a) which assigns probabilities πnix of 
occurrences of scores x by persons with ability βn in polytomous item labelled i as 
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It is interesting to observe that the denominator in (1a) is a polynomial in neβ  of degree mi.   

There is now a series of difficulty parameters δix, one for each possible score x on the partial 
credit item i having maximum score mi. The parameters δix must deal in a systematic way 
with the greater range of score outcomes for item, namely 0, 1, …, mi rather than only 0, 1 in 
dichotomous items. 	

We need ( 1im + ) probabilities for an item, with a suitable common denominator to ensure the 
probabilities all sum to one. In (1a) the denominator ensures that for each item i, the sum of 
probabilities is one for all possible persons with ability βn, and for all possible difficulty 
levels δix within the item. These conditional probabilities will change as βn changes, but their 
sum is always one. 

It is convenient to have a numerator 1 in the leading term of the probabilities, πni0 , the 
probability that a person-ability βn will yield the score zero on item i. The numerator term for 
x = 0 is always e0 = 1 and hence we have the structural feature that P{Xni = 0} = 1/λ ni . This 
convenience implies that δi0 = 0, for each i.  

An item-score is simply a count of the number of item thresholds in the marking memo 
which an item response has satisfied in the opinion of the marker. The parameters δix are 
called uncentralised difficulty threshold parameters, because they are associated with 
changes in scores. The sum 0

j x
j ijδ
=
=Σ is the threshold associated with the response being 

assigned a score x. 

Whatever their number values, we will be able to interpret the thresholds δix more easily if we 
choose to write each of their effective sums 0

j x
j ijδ
=
=Σ occurring in (1a) in terms of their average 

iδ • , obtained from the total  0 1 .i ix m x m
x ix x ix i imδ δ δ= =
= = •Σ = Σ =  This number iδ •  is called the item 

average-difficulty value.  

Then we may write the terms as 0( )r x
ix i r ixxδ δ τ=

• == +Σ  so that ( 1) ( )ix i x i ixδ δ δ τ− •− = + where 

0 00,   and 0.ir m
i r irτ τ=

== Σ =  The parameters ixτ are called centralized thresholds. Note that their 
role is to provide a convenient set of interpretations. 
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The software RUMM reports the estimate of the average difficulty level iδ •  and the mi 

estimates of the centralized thresholds ixτ . We can rewrite equation (1a) in another set of 
equivalent ways: for 0 ≤ x ≤ mi the probabilities are also: 
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We observe that (1a) gives ( 1im + ) probabilities for an item i. The centralized thresholds for 
the ith variable operate only for the N observations on that variable. 

Thus the single equation form is a summary of a family of ( )N M K× +  conditional 
probability equations governed by (N + M) parameters covering the occurrence of item 
scores for N possible person and all of the K items in the test, with M as maximum possible 
total score in the test.  

Here P{  } indicates the probability, and P{  | βn} means conditional  probability. Then Xni is 
the item-score random variable,  where xni is an ordinal observed score (between 0 and mi, 
inclusive) allocated for polytomous item i, to a response of person n, whose underlying 
ability is indicated by the value βn.  

The polytomous or partial credit item has a threshold difficulty level parameter for each 
possible score x, but the model (1a) uses an overall average item difficulty level parameter δi● 
which is analogous to the dichotomous parameter iδ . 

In this centralized form of the model we require two other conditions on the threshold 
parameters ikτ , namely 0 0iτ =  and 0 0imx

x ixτ
=
=Σ = . These conditions allow for convenient 

representation of exactly mi parameters needed to describe ( 1im + ) probabilities in (1a), 

namely iδ •and 1iτ  through 
1( ) .ii mτ
−

  

The purpose of having these two notations is to allow a convenient overall difficulty 
parameter δi● for a partial credit item, as well as natural parameters ikτ for mi thresholds that 
separate (mi +1) categories within an item. In dichotomous items, the two perspectives 
coincide, and the equations (1a) both become equation (1), with one threshold. 

These threshold parameters ikτ are estimable, but their realized values not arbitrary. Their 
realized values must also satisfy a sequential ordering condition (Andrich, 1978). We expect 
each partial credit item in a test to be associated with averages scores that monotonically 
increase as the ability parameter increases. We also expect that the item scores have a 
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unimodal distribution at all ability parameter values, and that the discrete mode moves 
smoothly across each of the thresholds.  

If the estimated thresholds from the data analysis do not satisfy the ordering condition, they 
are said to be disordered. This situation would imply that the partial credit item is not 
consistent with our two expectations that higher average test scores are associated with higher 
abilities, and higher abilities are associated with higher average scores on every item.  

Any such finding discloses an imperfection in the test which has impacts on the validity and 
fairness associated with the test scores. We will return to this problem. One tactic will be to 
explore whether scores can be adjusted by collapsing adjacent categories. 

Averages and variances for partial credit items 

Clearly { } ( 0  1/ ; ) 1/ni iin nP X λ β λδ == = , and the item score variable Xni is a discrete 

random variable with values x governed by probabilities πnix defined in (1a). The probabilities 
determine that this item score has an expectation 

0
( ) .ix m

ni nix nix
E X xπ µ

=

=
= =∑  and a variance

2 2
0

var( ) ( ) .ix m
ni ni nix nix
X x µ π σ

=

=
= − =∑ . These mean and variance parameters for the variable 

Xni can always be calculated by substitution of the values of the person parameter βn and the 
item average difficulty δi● and threshold parameters τik, into the probability formula for πnix 
when their values are known.  
 
If these person, item and threshold parameters are estimated from data, rather than known, 
the various moments of the distribution can be estimated by substitution of the parameter 
estimates into the probability equation, and then into the equations for mean and variance. 
 
Assumptions for polytomous items 
 
The Rasch PCM equation (1a) needs to incorporate several logical, mathematical and 
statistical assumptions that require individual attention. The assumptions relate to additional 
criteria that will eventually require confirmation post hoc before a data set can be claimed to 
be validly subjected to a Rasch model estimation. 
 
Firstly, the model claims the polytomous item is unbiased and hence fair to all persons 
writing the test. All the probabilities of any ordered category, i.e. for any score x on the item, 
are based solely on the item thresholds and the person ability βn. For all persons at a specific 
ability value βn, no other personal characteristic of any kind affects these probabilities.  
 
Secondly, the model captures the expectation that as person ability βn increases, the 
conditional probability of higher categories x on that item always increases, and 
simultaneously conditional probabilities of smaller scores decrease. Hence we might expect 
the higher item scores to be observed more often amongst those persons with higher person 
ability βn 
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Thirdly the model implies that each item with mi thresholds partitions the whole real line into 
(mi +1) intervals. All the intervals in the partition are sequentially ordered to exactly match 
the order of the item categories 0, 1, 2, …, mi. This matching of intervals to item scores 
operates as follows: a person with ability βn located anywhere in a specific interval will more 
often have category score x which matches that interval, than any other specified item score.  
 
A person with ability βn matched with most likely score x on an item, may nonetheless supply 
a response assigned by the memo to a lower score category (x – v), but the probabilities must 
diminish as v increases. In other words x is the modal score over the entire sub-interval of  βn 
values in question, and nowhere else. 
 
Similarly, probabilities of a person at βn, matched with most likely score x, nonetheless 
supplying a response that is assigned by the memo to a higher score category (x + v), must 
diminish as v increases.  
 
The ordering of the reduced probabilities will match the reversed order of scores below x. 
The probabilities for that matched person being assigned to a lower category (x - v) diminish 
as v increases. Similarly, the probabilities of that same person being assigned to a higher 
category (x + v) diminish as v increases. 
 
This pattern implies that the conditional probability distribution of the scores, given any 
specific ability location βn, will always be unimodal. The single mode is in general the score 
x associated with βn. The thresholds determine those precise values of person ability βn at 
which the mode of the variable Xni is located at two adjacent discrete values. 
 
Fourthly, any person whose ability βn is exactly at the threshold τi(x+1) between ordered 
categories x and (x+1) will have the same probability of being assigned to x as to (x+1). Here 
the modal position is shared by x and (x+1) but they are not two separable modal values, and 
do not result in a bimodal distribution. Aside from this pair of equal probabilities for adjacent 
scores x and (x+1), at all other possible scores between 0 and mi there must be lower 
probabilities than at the mode, for any person at	ability βn.  
 
Fifthly, the conditional probabilities for any adjacent score categories x and x+1 in 
polytomous partial credit items have a dichotomous structure, of the same kind as (1):  
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This property is both intriguing and useful. It allows the use of the two-way tables of subsets 
of the data with total scores t and (t + 1), and ith item scores x and (x + 1) to generate an 
estimate of the threshold parameter. 
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The last three of the five claims imply that we obtain item scores by close adherence to a 
scoring memo which  consistently assigns scores between 0 and mi and that these items 
scores progressively reflect greater ability in the tested persons in the score categories.  
 
This progression of ability requires that mi, as the chosen maximum score assigned to any 
item, is suitable for the purpose of the test, as captured in the memo. The value of mi cannot 
be either so small as to make the memo inefficient in contrasting between clearly distinct 
levels of performances, nor may it be so large that inconsistencies or arbitrariness easily 
emerge in the scores derived by applying the memo in its current form.  
 
Implicitly these assumptions claim that all contrasts of adjacent groups labelled as x and 
( )1x + , must be associated with patterns of higher person abilities βn latent in the (x +1) 

group than in the x group. These varied latent person abilities in turn are generators of higher 
observed test-performance profiles, when the Rasch model is valid.  
 
Enforcing ordered thresholds 
 
The Rasch PCM approach uses two or more exponential terms, divided by their total, to 
generate probabilities for pairs of adjacent ordinal scores, as in (1b).   

In contrast to equation (1b), we may define a different type of model called the graded 
response model (GRM). The GRM fixes the order of the number-labelled score categories 
and focusses upon exceedance probabilities rather than individual score probabilities:  
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                            (1c) 

In this model the item threshold parameters *
ixδ  are necessarily ordered and increasing. For 

every person, regardless of the value βn, the exceedance probabilities will diminish as x 
increases, and hence *

ixδ increases.  
 
Note that similarity of the structure of the RHS of the equations (1b) and (1c) can be 
misleading, and the two LHS structures clarify very distinct uses of the logistic distribution.  
The sets of PCM and GRM parameters labelled δix and *

ixδ  are completely distinct. The 
values for δix are all unrestricted and determined from the sufficient vector of data 
frequencies alone, while the values for *

ixδ are determined from the data in its entirety, under 
the condition that the values *

ixδ increase monotonically in x.  
 
The subtle difference between model (1c) and (1b) is that the GRM imposes a requirement 
that the item thresholds *

ixδ  increase and exceedance probabilities decrease, as x increases. 
The data is not permitted to contradict this requirement, but is forced to fit it. In contrast, the 
PCM does not impose that condition of ordered thresholds, but instead allows the matching 
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of the ordering x to the ordering of δix to be a testable or at least verifiable hypothesis in the 
Rasch model.    
 
Maximal scores 
 
The choice of a suitable value for mi will vary from item to item, and is decided by the 
subject expert setting the item and constructing the scoring memo. The purpose of mi is 
simply to capture separate increasing levels of ability distinguished by the memo itself.  
 
This maximum score is not in any way a measure of the importance of an item or of its 
relative difficulty. Instead the choice of mi for any item is a claim about the level of precision 
in our ordinal judgments about person ability we can expect from the item, through person 
responses that are assessed only on the basis of the subject expertise that is explicitly 
captured in the memo.  
 
In short for any item, no contrast between groups designated by distinct ordinal score or mark 
labels can be arbitrary. Every such contrast must have some meaning with respect to the 
entire set of test performances of those persons in the groups: the higher the label, the higher 
the performance levels. 
 
The polytomous item model (1a) therefore captures exactly those properties we expect a 
sound item to have. It implies that the construction of every item needs meticulous attention 
and an explicit deeply precise memo. Since we wish to have sound item structure for all K of 
the polytomous items, interacting with all N persons, the apparently single equality (1a) 
consists of N × (K + M) equations, in which ∑K(mi +1) is the total number of ordinal 
categories (including the zero score category), and M = ∑K(mi)  is the maximum possible 
score. Here M is also the complete count of thresholds. There will be (N × K) observations 
involving (N + M) parameters. There is no requirement that the maximum score mi per item 
must necessarily be constant.  
 
Joint distribution for all data 
 
The Rasch model makes assumptions of the statistical independence of all items within the 
performances of any specified person on the test, whatever the person ability βn. This 
assumption of conditional independence of items at every ability level βn allows that the joint 
probability for K item scores for any specified person n to be obtained as a product of K 
probabilities:  
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Similarly, we assume that all N persons respond independently from one other, conditionally 
upon the ith item specifically: 
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Finally we assume in any context of interest, the profile of person performance on any item is 
conditionally independent of all of the profiles of person performance on the other items in 
the same context. This statistical condition allows the joint distribution of the data matrix to 
be written as a further product. 
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The full Rasch model assembles (N + K) of the many equations of the form (1a) into a single 
joint probability distribution (6) for the entire data set of all K item scores, for all N persons 
taking the test. This structure then permits the use of statistical estimation procedures to 
estimate the N person parameters and the K sets of various item threshold parameters. 
 
We note that the structure of the likelihood function in (6) is simple in form. It will shortly be 
further simplified mathematically, by careful collection of the product terms in the 
numerator. 
The single multiplicative structure is the result of multiple new assumptions about 
conditional independence and about convenient probability mass functions.  
 
All the new assumptions have a common purpose: they are the necessary assumptions which 
permit the instrument data to be validly summarised by person total scores, and item score 
frequencies. These assumptions will be subjected to post hoc tests in the data analysis. 
 
When all the conditions of the Rasch model appear valid and robust then we may use the 
person-totals and the item score-frequencies to find measurement-like estimates of the ability 
or person parameters, and measurement-like estimates of the item difficulties and thresholds. 
 
The desirability of the model does not confirm its validity. Each model assumption has to be 
valid, or at least appear reasonable. The question that will require an answer from each data 
set to which we apply the Rasch PCM, is whether or not those various assumptions are valid 
in the test context, and to what extent. We will have to consider how we may detect signals in 
the data which alert us to any evidence of the assumptions being contradicted by artefacts and 
patterns in the data. We will return to the matter of such checks of model fit.  
 
Estimation in the Partial Credit Model for complete data 
 
We note that the model (6) can be simplified by defining the random variable Tn as the total 
score over all items for the person labeled n, and using the K vector variables of item-score 
frequency counts ( )0 1, ,,  .

ii i imF F F…  Here Fij is the variable that counts the number of persons 
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with score labels equal to j or more, on item i. Thus for a complete data set, Fi0 = N for every 
i. By definition,  ( 1) 0.

ii mF + =  We can construct an observed ( )N M K+ + vector: 

1 10 1 0( , , ; , , ; ; , , )
i KN m K Kmt t f f f fK K K K  comprising all the observed person-totals and item-

score exceedance frequencies.  

Though we use the item-score exceedance frequency counts to preserve the profile of item 
performances, it is useful to note that the various item-totals summing the data item-scores of 
all N persons on item i can be obtained by rearrangement of values, as

1 0 ( 1) 1 ( 1).( ) .( )i ij m j mn N
i n ni j ij i j j ij i js x j f f j f f= ==

= = + = += = − = −∑ ∑ ∑ . 

The joint probability distribution for the data (conditional upon the person and item 
parameters) is simplified from (6) by collections of terms to become 
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By inspection of the RHS of (7), we note that the joint probability mass function does not 
explicitly involve the entire data set[ ]niX , but can be expressed in terms of only two 
separable sets of summary statistics, one for each for the parameter sets. This probability 
equation is important because, when the model assumptions are satisfied, it guarantees that N 
person abilities can be estimated jointly with the M = ∑K mi various item thresholds. 
 
In maximum likelihood estimation (MLE) we seek to maximize (7) by suitable choices of all 
the parameter values, given the data[ ]niX . Thus, the estimation process uses only the N 
observed person total scores Tn = tn, and the (M +K) item-score exceedance frequency counts 
Fij = fig.  
 
It turns out that maximizing the log likelihood rather than the likelihood simplifies the 
estimation equations. The log likelihood function l is obtained by taking logs on both sides of 
the equation (7): 
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The principle of joint maximum likelihood estimation (JMLE) allows that we find a set of N 
equations for the βn parameters and a set of M = ∑K mi equations for the δij parameters. These 
equations are obtained from (8) by setting all of its partial derivatives equal to zero. The 
partials are of two types which can be summarized as  
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We solve these N + M equations for the parameters ( ][; iδβ ). The parameters are implicit 

rather than explicit in (9). They are hidden within both the expected value expressions and 
the probability formulae. The denominator in the equations is not constant but involves the 
parameters of interest. 
 
Estimation involves substituting the observed test data counts for person-totals tn and for 
item-score exceedance frequencies fij into the two sets equations (9) derived from 
differentiating (7).  
 
The structure of the equations looks simple, but complications arise from the fact that the 
terms ( )niE X and Pr( )niX j≥ in the summations are obtained from probabilities we construct 
using the Rasch model. These terms do not necessarily sum to whole numbers and hence may 
not initially match both sets of counts tn and fij, as (9) requires.  
 
Generally the issue is resolved by alternating between two sets of interrelated equations for 
the ability and item parameters. The alternation continues until convergence at a unique joint 
solution is obtained and (7) attains the maximal value for the observed data.  
 
There is a minor complication to finding a unique solution. The (N + M) JMLE equations are 
not sufficient in number to ensure that there exists only one joint unique solution for the 
vector of N person parameters and M item thresholds within K item-vectors of mi item 
threshold parameters. In fact multiple solutions exist.  
 
This problem of multiple solutions is well-known in experimental design. There the interest 
is generally focused upon contrasts of treatments, and hence on the differences (µi - µj) 
between the treatment mean parameters µi and µj for the (i, j)th treatment pairs. Writing the 
treatment means as an overall average plus treatment effect (µi = µ + αi), we obtain equations 
of the form (µi - µj) = (αi - αj), one may ignore the average size of the observed values. Instead 
we may focus only on the evidence for differences between treatments inherent in the (αi - 
αj). The usual device for equally replicated treatments is to set up MLE’s with a single 
additional constraint, which takes the form of an equation 0.ii

µ =∑  This extra equation 
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eliminates alternative solutions by selecting a single particular solution. Nothing is lost and 
no data information is violated, but a single correct and convenient set of values is obtained. 
 
Here we need to select from the many possible solutions, one specific convenient solution as 
meaningful, in the sense of capturing that information and only that information which every 
JMLE solution shares. An additional arbitrary linear condition is necessary and just one will 
suffice. The condition we choose to impose is the sum of all the item difficulty locations is 
zero, and hence the average of all the item-difficulty levels δij is required to be zero. 
 
There is no explicit form for the unique solution of the (N + M + 1) augmented JMLE 
equations involving ( ][; iδβ ). The solution processes have to be iterative. However we are 

only guaranteed convergence of the estimation processes when the model is valid, so that (7) 
is applicable and not simply arbitrary.  
 
In addition, it is necessary that the data set corresponding to the model has N large enough to 
ensure that the likelihood function from (7) is a peaked function of the parameters ( ][; iδβ ) at 

the vector  ( ][; iFT ). This vector of sufficient statistic values derived from the observed data 
Xni = xni, must ensure that the likelihood function is humped rather than flat or saddle-shaped 
at those estimated ( )N M+  parameter values for ( ][; iδβ ). We denote the unique solution as 

µ $( ;[ ]).iβ δ  This solution will allow us to estimate person comparisons using µ µ( )n mβ β− , item 

comparisons $ $( )i jδ δ• •− , and probability estimates using µ $( ),inβ δ •−  validly. These estimates 

will have greater precision as N increases.  
 
The iteration processes run until a criterion of convergence or acceptable accuracy has been 
achieved. In terms of this criterion, no consequential bias is introduced by simply truncating 
the iteration process when the parameter estimates no longer exhibit appreciable changes 
between iterations. The estimates are now deemed to be stable at values that are sufficiently 
precise (to a preferred number of decimal places) to do away with further iteration. 
 
In some data circumstances convergence of the iteration processes may occur quite quickly, 
but in other circumstances, the necessary count of iterations may be quite large before 
convergence can be declared. It is therefore usual for software to monitor both the stability of 
the iteration estimates (change in the JMLE objective function between iterations) and the 
count of iterations.  
 
This pair of iteration variables will permit that we can post hoc alter a criterion of 
convergence (e.g., accuracy to the nearest 0.01) to a less demanding condition (say, to the 
nearest 0.05) when the data do not permit ready attainment of the original criterion, within a 
desired number of iterations. 
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Polytomous model estimation and diagnostics 
 
Starting values for estimation iterations in polytomous items 
 
For polytomous data under a Rasch model the joint log likelihood equation have the form 
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Thus the maximum log likelihood for this reparameterisation is obtained when we have 
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Convergence to solutions can be accelerated if the iterations begin at starting values for the 
parameters ( ][; iδβ ) that may be close to the solution.  Since the original Rasch model (1) 

admitted a log-odds interpretations for (βn - δi), we may explore a comparable structure on the 
item-scores, and then the person totals,  setting the initial difficulty level value δi and initial 
ability levels as βn.  
 
A first issue to note is the natural item-total si from summing item-scores over all persons 
reflects the facility of an item, not its difficulty. The total of all unscored elements i iNm s− is 
the complementary count associated with item difficulty. Thus one might explore an 
observed item difficulty ratio of these two counts as a kind of odds, for a missed versus an 
attained single mark within item i, amongst all persons in the data set. Higher odds suggest 
more difficult items, and conversely. 
 
Similarly person ability is reflected by a total tn obtained out of a maximum possible score M. 
The count of missed possible marks is ( )nM t− . Then a ratio of these counts is an odds for 
an attained single mark versus a missed mark by person n, amongst all the items in the data 
set. Higher odds suggest persons of greater ability, and conversely. 
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We can take the corresponding log-odds as suitable parameter indicators of person ability and 
item difficulty. We have observed that we will need to impose a constraint that the sum (and 
the average) of the difficulty parameters for all K items is zero, to generate a unique to the 
JMLE’s. For a test with only dichotomous items from a special case of equations (9) and the 
constraint on the sum of item difficulties, we are led to initial marginal estimates. 
 

We note that the pairwise comparisons $ $( )i jδ δ• •−  of item difficulty are meant to be invariant 

over all persons, and hence unaffected by the person-total scores tn. Similarly the pairwise 

comparisons µ µ( )n mβ β− of person abilities are invariant over all items, and hence should be 

unaffected by the item-totals si. The probabilities are dependent upon the distances µ $( )inβ δ •−
but otherwise invariant over the range of the ability-difficulty continuum, regardless of the 
location of its origin or zero-value. These considerations suggest the log-odds that involve the 
average threshold should satisfy a smaller set of equations: 
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As with the dichotomous model, the most convenient method to solve the estimation problem 
amounts to setting up conditional likelihood expressions for data matrix (xni) given the 
observed person totals ( )nt t=  as a function of the threshold parameters [δij]. Once the 
threshold parameters have been estimated substitution into the ML expressions leads to 
person ability estimates. 
 
The Rasch model and consequences for test analysis and design 
 
Good test design seeks to have every item satisfying the design criteria outlined elsewhere 
above. What Rasch methodology offers is the possibility of checking each of those item 
assumptions, their collective functioning, and the various independence assumptions leading 
to the probability distribution of equation (6). Constructing a valid instrument will require 
some arduous checking tasks at item level.  
 
When each of the item and independence assumptions are found to be reasonably satisfied by 
the test item data, the astonishing power of the Rasch model is harnessed.  
 
Statistical theory guarantees us that under these Rasch conditions we can not only find a valid 
estimate of ability for each person, but that for any person, the sum of the item scores is the 
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key element in estimating that ability, and that all other detailed information from the original 
data is neither needed nor helpful in the estimation process.  
 
We note that this sufficiency does not imply the total performance score itself is a suitable 
measure of the ability, but that the ability measure is a mathematical function involving only 
that total score, for the given set of item profiles. 
 
The same statistical theory also guarantees a similar result for items: counting how many of 
the N persons have been assigned into each of the (m+1) score categories of an item, i.e. 
finding the item’s score frequencies, is sufficient to obtain valid estimates for the m 
thresholds of that item and hence for its average level of difficulty.  
 
No other information from the data is required and no other information from the data set 
could possibly improve the estimation process. Again this sufficiency of the (m+1) category 
frequencies for the m threshold estimates does not imply the frequencies themselves are 
suitable measures for the thresholds, but rather that threshold estimates are simply a 
mathematical function involving only those frequencies, and the array of total scores. 
 
Estimation and analysis using RUMM  
 
The data set is submitted to RUMM. The opening screen reports K, M and N being the 
current count of items, the maximum total test, and number of persons tested. It can also 
report counts of invalid records, of extreme scores 0 and M, and of remaining valid scores. 
 

 
 
Figure 4: RUMM opening screen 



	

45 

	

 
RUMM also offers a Weighted Maximum Likelihood routine for estimating parameters. 
After an initial run of the data, troublesome items not meeting the criteria can be eliminated. 
These eliminations include any item which did not differentiate in any way between any of 
the persons tested, namely those for which all persons scored only 0 or only a single common 
value from the admissible set. The opening RUMM output is displayed in Figure 5.  

 
Figure 5: RUMM summary statistics screen 
 
Ideal values for the four Item parameter descriptors and for the four Person parameter 
descriptors would be 0, 1, 0 and 0 (mean, standard deviation, skewness, kurtosis). The item 
parameter mean is set to be zero in all such analyses. It serves as a reference value against 
which to test the mean of person-parameters in the adjacent panel.  

Similarly for the (overall) Fit Residuals associated with items and with persons, the ideal 
values would be 0, 1, 0, 0 and 0 (mean, standard deviation, skewness, kurtosis, correlation 
between location and standardised residuals)   

The Fit Residual details for items are summary statistics combining standardised chi-squared 
values from the fit residuals for each of the items. The details may indicate that scores on 
items tend to generally overfit the Rasch pattern (negative mean), or generally underfit 
(positive mean). The notions of overfit and underfit for individual items were discussed with 
OUTFIT and INFIT statistics.  
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The SD of the item fit residuals should be close to 1.00 when the Rasch model fits all the 
items well enough. Larger SD values suggest that at least some items vary quite far from their 
own expected value, and may be problematic for the test purposes. 

Similarly, the Fit Residual details for N persons in the adjacent panel are summary statistics 
combining standardised chi-squared values from the fit residuals for each of the persons.  

The details may indicate that scores on items tend to generally overfit the Rasch pattern 
(negative mean), or generally underfit (positive mean).  

The SD of the person fit residuals should be close 1.00 when the Rasch model fits all the 
persons well enough. Larger SD values suggest at least some person residuals vary quite far 
their own expected values, and may be problematic for the test purposes. These more extreme 
person patterns of item responses may arise from conforming too tightly to the perfect 
Guttman pattern for the test purposes, or from segmented skills across the difficulty range, or 
from guessing behaviour on difficult MC items. 

The correlation coefficients for the item standardised residuals with item locations, and for 
the person standardised residuals with the person locations should be moderately close to 
zero, when the data fits the Rasch model.  

Item-trait interaction chi-square 

Item-trait interaction is the condition apparent when roughly equal size subsets of persons 
from disjoint ability ranges do not appear to comply with Rasch expectations. Their observed 
scores on an item should agree with the pattern of Rasch model expected scores for their 
ability values.  

Each item independently generates a constituent item-trait interaction chi-square value to 
contribute to the overall measure. The combination of these chi-squared values into a sum 
provides a more sensitive assessment of overall item-trait interaction than its individual chi-
square components. 

When the combined chi-squared values greatly exceed their combined degrees of freedom, it 
is useful to examine the individual item chi-squared values. There is a need to identify which 
particular item scores do not behave as expected under the Rasch model. The analysis 
proceeds later to examine at least the ICC’s graphs and output of the indicated items for the 
purpose of understanding some features of their misbehaviour. 

The degrees of freedom (df) for the (overall) item-trait interaction chi-squared statistic is 
obtained as the numbers of items, K, multiplied by the number of degrees of freedom for g 
ability subsets, say g, thus df .K g= ×  In analysis of Figure 5, K = 61 and g = 6.  

Note that the value of df K g= ×  here may be larger than N =190, the number of data cases. 
All N data cases contribute to each of the K item chi-squared values, in one of the g = 6 
ability intervals. 
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The Chi-square probability reported is a p-value for the chi-square statistic. The test 
designers would prefer to have p-values that are greater than 0.05, indicating no clear signal 
yet from the data for the presence of interaction. Interaction implies that responses to at least 
some items are not following the desired probability pattern across the ability ranges. 

Item-trait interaction is largely ruled out as a possible problem when its chi-square statistic 
value is close to its degrees of freedom. Then the p-value will be close to 0.5.  

In Figure 5, the value 648.1571 is far from df = 366. We would then explore for specific 
item-trait interactions using suitable item graphs.  

Alternate numbers of ability groups g are admissible. 

Reliability of a unidimensional scale 

The person separation index (PSI) is a type of squared correlation coefficient rββ that 
estimates the fraction of overall variance in the estimated ability parameter values that is 
separable from the overall average squared residual variation within the observations relating 
to each of the estimated parameter values: 
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RUMM reports this statistic as PSI. PSI values are comparable with the Cronbach alpha 
statistic, which is a kind of fraction of the overall test total score variation that is not 
attributable to aggregated variation within the item scores. 

Any reliability indices will ideally be higher than 0.90. The Person-Separation Index (PSI) is 
always available from the output. The value reported by RUMM exceeds this 0.90 criterion. 

The Cronbach alpha value is not available where data elements are missing and taken as 
blanks rather than zeroes. The use of the Cronbach alpha here is simply to assist the user who 
is familiar with classical test theory (CTT) approaches and not the Rasch model, to perceive 
an analogous statistic in the new paradigm. 

Confirming unidimensionality is not enough. We are also interested in the extent to which 
that solitary dimension emerges strongly or weakly from the data. This question is addressed 
by reliability indices. The issue at stake is whether or not person abilities are well 
distinguished by the Rasch model estimates arising from the data. 

The screenshot Figure 5 also indicates a judgment about the Power of Analysis of Fit which 
is a statement driven largely by the PSI value being high. 

Item and Person parameters 

In this Mathematics data set for Figure 5, the item difficulty locations have a SD = 1.6978 
and hence are much more spread out than one might need for a suitable range of item 
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difficulties against which to separate out the person ability parameters with maximal 
precision.  The mean location of the person abilities is -1.0823. The negative value indicates 
that in this data context the test proved somewhat difficult for the people who participated.  

The fit residual details for the items indicate that items generally tend to overfit the Rasch 
pattern (negative mean) but the SD = 1.5897 suggests these item residuals diagnostics vary in 
this data set more than we might expect from a good model fit. In contrast, the fit residual 
details for the persons are close to their expected values under a well-fitting Rasch model. In 
consequence, we would focus upon the item fit residuals in searching for deviations from 
Rasch model patterns. 

The two correlation coefficients between item parameters and fit residuals, and between 
person parameters and fit residuals, are relatively small and close to zero. We do not explore 
them further, as they conform to Rasch expectations of independence. 

RUMM options 

Further details of item and person estimation can be obtained from RUMM by proceeding to 
the DISPLAY SPECIFICATIONS screen, illustrated below as Figure 6.  

 

Figure 6: RUMM Display Specifications in Rasch model analysis 

In the item analysis of the next section a tentative ordering for exploration is offered, but 
there is probably no single sequence of model checking that is always optimal.  
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Thresholds within items 

The Thresholds option in the DISPLAY SPECIFICATIONS gives an output which highlights 
the polytomous items which have disordered thresholds. The table is not reproduced here. 

This table can be replaced or augmented by the option Threshold Probability Curves. These 
curves exhibit probabilities for specified pairs of adjacent scores of the kind (x-1, x), but 
conditional upon the score being one of those two values. Equal conditional probabilities 0.50 
are achieved when .n ixβ δ=   

The various curves for polytomous items should appear to shift to the right with increasing 
score. Equivalently, the threshold curves at any specified person location should exhibit 
higher probabilities for the lower score categories.  

In Figure 7 the curve for x = 1 violates this requirement. It is far to the right of an admissible 
position, anywhere to the left of the curve for x = 2. 

 

Figure 7: Threshold Probability Curves for adjacent score pairs within a polytomous item. 

The Category Probability Curves option has a different output structure. Here the curves have 
values that must sum to one at every point on the horizontal axis. Disorder is reflected when 
any particular score does not have an interval of person locations over which it is the most 
likely score. Equivalently, the crossings of curves for adjacent scores must run in the natural 
order: 0/1, 1/2, 2/3, ….  

In Figure 8 this ordering condition is violated. In particular the intersection of the probability 
values for 0/1 is at a location higher than the locations for 1/2 and 2/3. It is precisely this 
disordering which gave rise to the anomaly in Figure 7. 

Items with disordered thresholds require attention to the score categories. In the analysis the 
scores should undergo some exploratory amalgamation that preserves ordering but sacrifices 
some of the initial categories. 
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Figure 8: Category Probability Curves for an item with m = 3, and disordered thresholds. 

In Figure 8 one might combine the current categories 0 and 1, or the categories 1 and 2. The 
rescored item then admits scores 0, 1 or 2, and the maximum possible item score and person 
total both score reduce by1. 

 

Figure 9: Category Probability Curves for an item with m =  2, and disordered thresholds. 
 
Likewise, in Figure 9, the graphs suggest the combination of score categories 0 and 1 or 1 
and 2, and reduction of the maximum item and maximum total score by 1. 

The choice of the pair to be combined should be informed by expertise in the discipline, not 
mechanically. It is possible that the current marking memo for an item is not operating as 
intended. Rather than enabling distinct levels of performance to be clearly distinguished, it 
leads to a muddled signal. The item memo appears to include at least one feature that is 
assigned mark in a redundant way.  For that reason the marking memo needs revision so as to 
generate coherent ordinal data that contributes appropriately to a suitable total score. This 
revision will inform us about which pair of adjacent score categories should be combined. 
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A polytomous item with ordered thresholds will generate a category probability curve as in 
Figure 10. These curves display a clear sequence of intervals of person locations over which 
the conditional modes are successively 0, 1, 2, …, m. 

 

Figure 10: Category Probability Curves for an item with m = 2, and ordered thresholds. 

Unidimensionality 

Using statistical models there will always be some closest set of Rasch parameters to a set of 
items. From this perspective if we do not explore further we are simply treating the data as if 
there is a verified single underlying ability-difficulty continuum. 

One task is to explore for evidence for or against unidimensionality. This exploration can 
involves a strategy is based on the data alone, but through the lens of the residuals and their 
structure. 

Despite best efforts to design an instrument, the contents within items may possibly include 
elements beyond pure performance ability alone. One may envisage that visual skills and 
language skills may be lurking within the demands of apparently relevant mathematical 
items. It may also be fiendishly difficult to isolate a pure mathematical dimension that 
permits a single continuum to summarise performance.  

The requirement of unidimensionality may need to be softened in practice. It may be 
acceptable to envisage a broad directionality in the person-item interactions dominating the 
data, but modified by wave-bands of varying width along the dominant directionality. 

The estimated the person-item residuals as an array of (N×K) discrete scores form a matrix 
structure that exhibits the residue after removing all the dominant person-item interaction 
information in the expected scores. Those scores characterize an estimate of the single 
dimension of interest, in the test design as a measuring instrument. 
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Correlation within person-item interaction residuals across items 

The person-items residuals generate a (K×K) covariance matrix, aggregated over all N 
persons. From this structure we may find an estimated matrix of item-residual correlations. 
Under the Rasch hypotheses, these between-item residual correlations should have 
expectation zero.  We would be surprised to find large negative correlation values and would 
investigate further, exploring the content and nature of those item pairs.  

The Residual Correlations option in RUMM reports the many correlations associated with 
item pairs. Under a Rasch model all these correlations should be stochastically close to zero. 

Using a criterion of minimal positive correlation, several pairs of items may come to 
attention.  If the test sequences related material, these item-pairs are likely to be generally 
contiguous in the test, and hence it seems plausible that contiguous pairs may exhibit greater 
correlation than non-contiguous items. 

If any elements of this item-residual correlation matrix appear to be extraordinarily large and 
positive, we may explore whether that signal arises because the corresponding items are 
strongly dependent upon one another stochastically, rather than being conditionally 
independent, as assumed by the Rasch model.  

We seek a device for eliminating the effect of non-zero correlations between item-residuals. 
Their presence will violate the conditional independence assumptions of the model Thus we 
aggregate the pairs of clusters of items into a single item. The combination then becomes a 
new partial credit item with maximum score equal to the sum of the original item maxima..  

The analysis of revised data will exhibit the extent to which such composite items fit the 
model. It is possible that a new aggregated item may exhibit different complications, such as 
having disordered thresholds. If so, the new item may itself require further adjustment to 
better serve the ordinal requirements of a Rasch model.  

We are not creating false data but are seeking to preserve the original item ordinations in a 
coherent way that avoids violations of conditional item independence within persons. At the 
same time the new item has to be subject to the requirements for any item. 

Now we suppose that the independence of the within-item residuals has been satisfied, if 
necessary by aggregation of some item pairs or clusters. Thus far any adjustments will not 
have affected the person totals tn in any way.  

However the expected values per item and the corresponding residuals will have different 
forms. In consequence re-estimation for the revised data structure will give rise to new 
parameter estimates, expected scores, residuals and other summary statistics.  

Application of the diagnostics for revised items may give rise identify some persons or items 
as sources of anomalies, for possible exclusion, until we are left with a data structure that is 
prima facie satisfactory. Our next focus is then on the residuals from estimations after earlier 
pairwise item dependencies have been resolved. 
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Principal components and unidimensionality 

After the first dimension is extracted by the Rasch model estimation, the residuals carry the 
signals of any further dimensions. The residuals yield a (K × K) residual correlation matrix. 
This matrix is decomposed into principal components which carry signals for any dominant 
structures in the data. The first principal component of the residual matrix should therefore be 
the artefact of the residuals which best exhibits any additional second dimension.  

This first component should dominate the so-called eigen-structure of the residuals. Eigen 
values are reported under the Principal Component Summary tab in RUMM.  For evidence of 
another strong dimension we expect the eigenvalue PC001 in the output to be associated with 
a large percentage of the overall residual variation attributed to principal components 

The first component consists of positive and negative values associating the component with 
each of the K items. RUMM software permits choice of two sets of items, one with large 
positive loadings on the first component and one with large negative loadings. 

Two subtests are developed from these items. The person parameters are re-estimated for 
each subtest. Then a paired t-statistic is used to determine whether the corresponding 
parameter estimates are distinguishable.  

If the t-statistic is large then at least one other dimension is plausible. If the t-statistic is small, 
then the inference is that evidence of any other lurking dimension in the data is very weak.  

Having made any item revisions indicated thus far, we restart the analysis. Now we assume 
unidimensionality of the revised instrument is confirmed, and that the PSI confirms the new 
unidimensional structure is sufficiently reliable to proceed. 

Item-trait interaction 

When the Rasch pattern for expected values is imposed on a particular item, using the entire 
data, a conditional expected value curve summaries that pattern, against the person ability 
values on the horizontal axis. 

The individual estimated person locations can be split into g intervals with roughly equal 
numbers of µ nβ  values. For each such interval we may calculate both the average of the µ nβ  
values and the average of the observed scores of persons assigned to those intervals. These 
pairs of averages can plotted alongside the expected value curve. 

If the Rasch model fits the data and the selected item in particular, we expect that the plotted 
points will generally follow the curve. Equivalently, we expect  that the curve will pass 
through the middle of the small cluster of average points, but show no systematic effects. 

Figure 11 presents an item within which this expected pattern has been realised. Figure 12 
presents a contrasting example item from the same test with overfit. Figure 13 exhibits an 
item with underfit. The FitRes values from the item chi-square statistics are reported with the 
item locations. 
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Figure 11:  An ICC with m = 2, and g = 5, without item-trait interaction 

Figure 12:  An ICC with m = 1, and g = 5, with mild item-trait interaction (overfit) 

Figure 13:  An ICC with m = 3, and g = 5, with mild item-trait interaction (slight underfit) 
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From a different test, two items with severe overfit and severe underfit are given in Figure 14 
and Figure 15 respectively. One item appears to be more Guttman than Rasch in pattern, and 
the other item has an extraordinary flat or decreasing pattern. In further investigation it 
became apparent that the word of the item was misinterpreted by the persons who achieved 
higher scores on the test. 

 

Figure 14:  An ICC with m = 1, and g = 5, with strong item-trait interaction (severe overfit) 

 

Figure 15:  An ICC with m = 1, and g = 5, with strong item-trait interaction (severe underfit) 

 

Differential Item Fit (DIF) due to a person factor 

In a test data set with persons for whom institutional affiliation, home language and gender 
variables were recorded as nominal factors, it may be important to check that the items are 
functioning in comparable ways across institutions, language and gender.  

The Rasch model presupposes that no demographic factor will be associated with fluctuations 
in performance beyond those driven by person ability alone. Ignoring the person factors leads 
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to estimation of all parameters and all probabilities collectively, and the associated ICC’s 
summarise that approach. 

 

Figure 16:  An ICC with m = 2, and g = 4, with good fit and no gender DIF 

 

 

Figure 17:  An ICC with m = 1, and g = 4, with poor fit but no gender DIF. 

RUMM permits the ICC graphs to be modified. The data is split for any person factor of 
interest. The observed patterns for separate groups contrasted with one another and the 
overall pattern of the ICC, for any item. The various patterns are presented in a single graph. 
Thus it is possible to identify items that, for some reason as yet unclarified, have the factor 
subgroups with item performance that differ in material ways.  

Figures 16 and 17 indicate no real differences in the patterns for the observed gender means. 
The items do not display DIF due to gender. In contrast, Figure 18 indicates a difference 
between then gender means that is uniform over the person ability range. 
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Thus, the item may have features that are associated with affiliation (e.g. different curricula), 
language (e.g. test item uses abstract or inaccessible vocabulary), or gender (e.g. preferred 
sports). The DIF diagnostic allows the test designers to make judgments about whether or not 
to respond to evidence of different curricula, or the language demands of the current version 
of the item by changes before re-use of the item, or to alter the contextual content of the item 
to eliminate any observed gender divergences that obscure the relationship between item 
performance and person ability. 

 

Figure 18:  An ICC with m = 2, and g = 4, with uniform DIF for gender. 

The facility to check for DIF is very useful when there are several factor groups of sufficient 
size to allow the plotting of subgroup average scores conditional upon discrete ranges of total 
score. Thus, DIF analysis should be routine for any person factors that have been recorded in 
the test data, particularly in any post-pilot phase of test development. 

When DIF is particularly severe there is evidence that the original intention of the item is so 
compromised by an unforeseen feature that it cannot serve any purpose in a Rasch model for 
pure performance ability. 

The presence of DIF in one item from a person factor will affect the overall estimates of 
person-abilities. It can happen that the effect on the person estimates is of such a magnitude 
that it gives rise to apparent DIF in otherwise well-fitting items. The literature refers to these 
circumstances by real and artificial DIF.  

The action of removing an item with most severe DIF may give rise to changes in the DIF 
analysis of other items. Evidence of DIF in some of those items may disappear when a 
particularly influential source of DIF has been removed from the data set. 

Real DIF may occur as uniform DIF with somewhat parallel sets of averages for groups. 
Where real DIF occurs but has irregular patterns it is called non-uniform DIF. 
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Multiple choice item analysis 

An item may offer c options for response, of which only one is correct and (c-1) are simply 
distractors. Ideally distractors embody potential incomplete or common incorrect responses to 
an item which respondents do not yet have the ability to overcome. The distractors are not 
arbitrary but have education relevance. 

The MC item locations as derived from 0/1 scores indicate the relative difficulties of those 
items. The ranking of their difficulties is determined completely by the MC item total scores, 
if there is complete data for each MC item. Minor adjustments to these simple ranks may 
occur when the MC data is incomplete.  

The person parameters can be partitioned into a suitable set of disjoint intervals, each with its 
own mean value location. At each interval we determine the proportions of responses 
associated with the c options. These observed proportions sum to one, for each person ability 
group in the partition. The proportions are plotted against the average locations per interval. 
The plotted points are then linked within options as broken line graphs by the MC category 
probability curves available in RUMM. 

 

Figure 19:  Category probability curve with means per MC option. 

As person location increases we expect the correct option to exhibit conformity with an 
underlying logistic curve for 0/1 scores. In consequence the other options are expected to 
exhibit successively decreasing proportions.  These expectations occur in Figure 19. 

In contrast, an easier item is shown in Figure 20. Here the observed averages per option 
group track the estimated Rasch pattern very tightly, for the correct option, but for other 
options the conditional probabilities generally decrease as person ability increases. Note the 
graphs do not give information on the counts of persons contributing to incorrect options.  

If the MC item were so difficult that all the respondents at lower person locations were 
randomly guessing, the c line graphs would all start close to the probability value 1/c. 
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Figure 20:  Category probability curve with means per MC option. 

In Figure 21 the false option C is most frequently chosen across nearly all person abilities. 
This phenomenon might indicate a strong misconception that only higher person ability can 
soften. However it might also be a signal that the memo should be checked to ensure the 
desired option which has been specified in the memo as A, is in fact correct. 

 

Figure 21:  Category probability curve with means per MC option. 

Test designers and analysers may wish to focus upon the subject contents of at least the 
distractors with lowest and highest frequencies within each MC item.  These distractor 
contents may offer insights into the test itself, but also into the context from which the test 
data comes.  The distractors may carry clues to content areas that were not covered 
adequately, or for which there was thorough coverage, and perhaps coaching of some kind to 
reduce some types of error. 

We note that the MC category probability graph is different from the graph which would be 
associated with declaring the MC item options to be a person factor with c groups, and 
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proceeding to a DIF analysis on the same item. That analysis would show (c-1) flat line 
graphs for the distractors simultaneously superimposed on the horizontal axis, and one flat 
line graph for the correct option, at location 1.00 on the vertical axis. 

There might be circumstances in which the MC options on one item are interpreted as a 
person factor for other items elsewhere in a test. 

In the Rasch approach there is no justification for negative marking. Negative marking is a 
device that presumes an average score zero for each random guesser on an item. That concept 
is not helpful for the construction of measurement-like outcomes for data analysis. 

 

Exploring the unidimensional maps and representations 

When a Rasch model fits a data set, suitable transformations of the raw total scores for 
persons and raw frequencies of score categories of each item enable calculation of estimates 
for both person ability parameters and all item thresholds and average difficulty levels. All 
these estimates may then be represented and located on the same scale or linear dimension.  
 
For that reason the estimates constitute measurement-like representations. Hence, all 
differences obtained from any pair of these (N + M) estimates have an explicit stochastic 
interpretation. Moreover all those interpretations are internally consistent with one another. 
The estimated item difficulties are calibrated to have a mean of zero, and then the relative 
difficulties of the items are located accordingly. Thereafter the person proficiencies are 
estimated in relation to the corresponding person performance on each of the items.  
When the Rasch model holds and persons and items can be placed on a single unidimensional 
continuum of ability-difficulty, then it is useful to contrast the patterns of those locations. 
RUMM offers the Person-Item Location Distribution and the Person-Item Threshold 
Distribution. 

Figure 22 displays a summary of item difficulty and person ability estimates in the same 
diagram. All persons and items are shown in the figure only as hidden amongst the collective 
contributors to the particular interval in which their estimates appear.  
 
Figure 23 displays a summary of all person ability and item-score thresholds estimates in the 
same diagram. Again, all estimates appear only as hidden in the particular intervals. 
 
The two sets of graphs are similar, in that the person locations are unchanged, but in one case 
the average difficulty level of the K items thresholds is presented, in contrast to the whole set 
of M item thresholds for all partial credit scores. These thresholds are greater in number and 
have a wider range than the item difficulties. 

The distributions allow some insight into the current alignment of test items and test 
participants. The central region of the item histogram sits somewhat to the right of the central 
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region of the persons. The items demanded greater ability than the tested cohort was able to 
exhibit. Alternatively the test was experienced as difficult by this cohort of participants. 

Figure 22:  Person-Item Average Locations (190 x 61) 

 

Figure 23:  Person-Item Threshold Locations (190 x 74) 
 

The educational consequence of that apparent mistargetting is not a matter for the Rasch 
analysis. It is not necessarily a disadvantage, but a circumstance on which to make an 
educational inference of some kind. 

Though this joint representation of the data is immediately available from a first run of 
RUMM on the data, it is not a valid representation until a formal analysis of the assumptions 
has produced confirmatory evidence in favour of the Rasch model. 
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The Rasch model is an hypothesis. If the data do not fit the Rasch model, then these 
advantages, however desirable, do not arise. In consequence, there is no way to coherently 
provide any statistical inferences relating to individual persons or specific items, other than 
frequency tables. Any long-term intention is make statistical comparisons between or within 
cohorts over time is irrevocably undermined. 
 

Design subtests 

It is also admissible to check whether the elements or themes articulated in the test design 
admit interpretations as separate dimensions. This approach amounts to making two or more 
subtests, and checking whether the corresponding person estimates roughly coincide. 

Thus, one might consider three sections in a mathematics test, covering say Number and 
Operations (NO), Patterns, Functions and Algebra (PFA) and Geometry and Measurement 
(GM) did not warrant an interpretation as separate dimensions but as three related 
dimensions. This approach gives rise to person estimates on three dimensions. Then an 
examination of the correlations of the three ability dimensions with one another and with the 
overall ability will be of interest.  

The output details for individual items can be contrasted with the associated beliefs and 
intentions at the design stage. The actual item performance may contrast markedly with 
earlier expectations of items being easy medium or difficult. At analysis it is useful to have 
access to the explicit ratings of items from the design stage. 

Person-total scores  

Assuming a valid test instrument, a natural and perhaps universal convention is to rely on a 
test total score, derived by addition from scores on constituent items as a single meaningful 
test outcome. There is a distinction to be made here between the authority of the test itself, 
and the matter of whether or not mere aggregation of scores is a valid and adequate summary 
of the instrument for descriptive and comparative purposes.  

The comparisons of interest implicit in a test are likely to be of two kinds. We may wish to 
decide which of any two persons has a greater ability than the other. This objective is well 
served if we find we may comfortably distinguish between persons on the basis of their total 
scores alone. Here use of the total score contrasts with more complex use of two or more sub-
totals, or at worst, needing to keep in mind simultaneously all of a person’s performances on 
each test item or element.  

This condition of the sufficiency of the total score for between-person comparisons has to be 
claimed and vindicated on the basis of suitable data analysis. Figure 24 embodies the 
category probabilities for a single item. The item is well-ordered with a series of interval 
ranges associated with the most likely scores in natural order 0, 1, 2, …, 20. These ranges 
may be read from the graph. 
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Figure 24:  Category Characteristic Curves for an item with m = 10 (well-ordered) 
 

Criterion cut-scores 

We may also wish to decide if a specific person displays an adequate minimal proficiency 
relevant to the context and made explicit by the test designers, to be classified as a pass, or 
say, as a distinction. This objective will require the test designers first to order the items on 
the basis of their difficulty for the candidates. They must then identify minimal subsets on the 
ordered items, and corresponding minimal total scores, as cut-points for such labels as pass 
and excellence.  

The design of a test will adopt a view on the context of its use, which will include some sense 
of what current ability ranges are likely to emerge in one or more tested groups, and some 
sense of an external standard that a test may be required to embody in some way.  

While both sets of comparisons (internal and external) of performance may be of interest, a 
test with a limited period of time or a limited number of items may not serve both objectives 
equally well. This type of limitation does not nullify a test, but does warrant some explicit 
forethought about which type of comparison should dominate the selection of items for the 
test.  

Items that target the midrange of performance ability will better assist internal comparisons 
by increasing general precision. Items that target the criterion levels that distinguish types of 
outcome categories (fail, pass, distinction) will allow for more precise information about 
students in close ranges of ability that straddle criterion levels. 

Quick reference to Figure 24 will indicate that assigning any criteria or cut points necessarily 
involves an interval associated with the cutpoint score. Not every person in that interval will 
score the cutpoint value, and some persons from neighbouring intervals, and beyond, may 
nonetheless score the cutpoint value. 
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An overview 

The Rasch model is a unique hypothesis that the structure of a test instrument is such that it 
aligns all items on a common interval scale with coherent distances, and further that all the 
person abilities involved in  the interactions of persons with items also align coherently with 
that interval scale for items. 

We need to assess the extent to which the data satisfy the following beliefs before claiming a 
test instrument has measurement-like properties: 
 
Unidimensionality (of items and person locations): 
 all items embody only a single measurable variable of interest (item difficulty) 
 no design subsets of items exhibit systematic differences of person ability estimates, 
 no two artificial subsets of items exhibit differences of person ability estimates. 
Reliability of the instrument (large PSI values): 
 the variation of person estimates dominates the average variation within residuals 
For each item, scores uniformly follow a particular set of conditional probability functions: 
 the conditional expected values should not overfit or underfit the Rasch pattern. 
 no person factor generates distinct group conditional probability distributions 
 no ability partition of persons should deviate from the conditional pattern. 
Item-trait relationships does not deviate from Rasch model 
 no item exhibits violations of Rasch model probabilities. 
Items operate with internal coherence: 

conditional expected scores increase continuously as person ability increases; 
conditional modal scores increase discretely as person ability increases;  

Items have no redundant score categories 
 the scores partition the person dimension into an ordered set of disjoint intervals  
Items operate independently of one another within persons of specified ability: 

no item-pair will exhibit violations of conditional independence at any ability level 
 

This presentation seeks to convey these checks are possible, and that the Rasch model offers 
powerful insights into ability and difficulty. Finally the Rasch model meets ethical and 
accountability standards to warrant measurement-like claims. No other models for ordinal 
data can justify claims to have achieved measurement.  

 

 

 




